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ITEPIAHYH

H mopodoo mwtuylokn epyacio ETKEVIPOVETOL OTN HEAETN, GUYKPION KOl OvATTUEN HeBdOwV
Bedtiotonoinong ya tnv ektédeon povtédwv Ievetikng Teyvnmg Nonpoobvng, Kot GUyKEKPUUEVA
Meydlov T'hocowov Moviéhwv (Large Language Models, LLMs), oe evoouatouéva
CLGTAUATO YOUNA®V TOP®V. Apyikd, TPOyUATOTOIEITOL EKTEVIG PBIPAOYPAPIKT avAGKOTNON
péow tov Pdocmv dedouévav Scopus ko IEEE Xplore, pe otdéxo 1 O1Epgvvnon chyypovev
TEYVIKAOV OT®G 0 KPovTIGUOC LovTélmy (quantization), 1) 0TOKOTN VEVPOVIK®OV SIKTO®V (pruning)
Ko 1 duvapukn Tpocsoppoyn akpifetoc (dynamic precision scaling), ot omoieg cuupdAiovy o1
Bedtioon g evepyelaknS OmOdoTIKOTNTOS KATA TNV ekTEAEST inference.

H mepapatikny dwdwacio Poaciletor oty mhateopua yopnAng woyvog Raspberry Pi 400, ce
GLVOLOGUO pE TOV eEMTEPIKO peTpnth oyvog Atorch UDI8 yio T pétpnon g Katovilmong
evépyelog oe emimedo vAkov. [HapdAinia, avamticceror Aoyiopikd mhaicto agloddynong Kot
mapokolovdnong ¢ omddoong € MPAYHATIKO YPpOVO, LAomomuévo kuvpiwg oe Python,
aglonowwvrog ™ PProdnkn llama-cpp-python yia v extédeon inference kon to psutil yio v
mapokolovdnon tov ocvotyuatog, €vd ot PyTorch ot Hugging Face Transformers
YPNOLOTOMONKOV Y10, TNV TPOETOYLOGIO TOV LOVTEAWDV.

Kvplog otdy0¢ ™C epyaciog sivor 1 depedvnom G EPIKTOTNTAG, TOV TEPLOPICUDY KOl TOV
cuuPipacuadv arddoong mov mpokHTToLY Katd v ektédeon LLMs oe mepiBdAlovta yopumAng
1oYvo¢, KaOMG Kol 1 TPOTACT] GTPATNYIKMOY TOV EMITPETOVY GTOOEPY], EVEPYEINKA OTOOOTIKY
Aertovpyia. Ta mepapata oe tpia povtéra (TinyLlama-1.1B, Llama-3.2-1B, Qwen2-0.5B) kot
téooepig pebodovg (fpl6, INT8 Q8 0, unstructured pruning 30% kot DPS) £de1&av 6T 1 16%0¢ TOL
Raspberry Pi 400 mapapéver oyedov otabepn (8.1 émg 8.5 W), omdte 1 evépyesto kabopiletar
Kupimg amd tov xpovo ektédeons. O kPavtiopog INTS peiwoe v evépysla ava token katd
nepinov 45% oe Oha To povtéra, To unstructured pruning ypig enOVEKTAIOELON dEV AMEQEPE
0pelog, evd 1 DPS mpocappdostnie dtopopetikd oe kaOe povtéro (0, 1 ko 4 adhayég axpifetag).
Téhog, t0 péyeBog tov pOVTELOL emmpéace TNV evépysln mePlocOHTeEPo amd kébe TeEXVIKN
BeAtiotonoinone. Ta amoteAéspata amoTeAOVV TEPAUATIKY] BACT Yoo LEAAOVTIKY £pEVVO. GTOV
topéa Tov thermally-aware dynamic precision scaling.

OEMATIKH ITEPIOXH: Teyvnt Nonpoouvvn kot Evoopatopéva Xvotipota

AEZEEIX KAEIAIA: Meydlo 'hooowkd Movtéha, Evoopatopéva Xvotuata, Evepyelaxd

Amodotikny Extéheom, KPoavtiopuodg, Amokonn Nevpovikov Awtdov, Avvoukn Kipdkoon
Axpipetag
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ABSTRACT

This undergraduate thesis focuses on the study, comparison, and development of optimization
techniques for the execution of Generative Artificial Intelligence models, specifically Large
Language Models (LLMs), on low-resource embedded systems. The work begins with an
extensive literature review conducted through the Scopus and IEEE Xplore databases, aiming to
analyse state-of-the-art techniques such as model quantization, neural network pruning, and
dynamic precision scaling, which contribute to improving energy efficiency during inference.

The experimental procedure is based on the low-power Raspberry Pi 400 platform, combined with
an external Atorch UD18 power meter for hardware-level energy measurement. In parallel, a
software framework for real-time performance evaluation and monitoring is developed,
implemented mainly in Python, using the llama-cpp-python library for inference execution and
psutil for system monitoring, while PyTorch and Hugging Face Transformers were used for model
preparation.

The primary objective of this thesis is to investigate the feasibility, limitations, and performance
trade-offs of executing LLMs in low-power environments, and to propose strategies that enable
stable, energy-efficient operation. Experiments with three models (TinyLlama-1.1B, Llama-3.2-
1B, Qwen2-0.5B) and four methods (fp16, INT8 Q8 0, 30% unstructured pruning and DPS)
showed that the power draw of the Raspberry Pi 400 remains nearly constant (8.1 to 8.5 W), so
energy is determined mainly by execution time. INT8 quantization reduced energy per token by
about 45% across all models, unstructured pruning without retraining yielded no benefit, and DPS
adapted differently to each model (0, 1 and 4 precision switches). Finally, model size affected
energy more than any optimization technique. These results provide an experimental foundation
for future research on thermally-aware dynamic precision scaling.

SUBJECT AREA: Artificial Intelligence and Embedded Systems

KEYWORDS: Large Language Models, Embedded Systems, Energy Efficient Inference,
Quantization, Neural Network Pruning, Dynamic Precision Scaling

X



IHEPIEXOMENA

10 KEDANAIO: EIZATQIH ...t ettt 1
1.1 Eicaywyn Ztnv Evepyeiakd ATTOO0TIKA EKTEAEDN Generative Al .........coooiiiiieiii e 1
1.2 KivnTtpa Kal Znuacia Tng Evepyeiakd ATTod0TIKAG EKTéEAEONG Generative Al .......oocevvvveeeeeiiiiiiiiiee. 1
1.3 Generative Al Kai LLMs: Z0yxpoveg TATEIS Kal TTPOKAAGEIG ......vvviieieeeiiiiiiiieiee e ettt e e 2
1.4 ExtéAeon LLMs 2e EvowpaTtwpéva ZuoTAPATA XAUNAWY TTOPWV ...vviiiiiiiiiiiiiiiiiiiiiiieiiiviavneeievenaenennnennnnes 2
1.5 AvaoKOTTNGN ZXETIKAG BIBAOYPOMIOG ....c..iiiieeiee e e ettt e e ettt e e e e e et e e e e e e e e e saabr e e e e e e e s e s sansraneeeaeas 3
1.5.1 Evepyelak@ ATTOOOTIKO INTEIENCE ...ttt e e e e e e e e e s e aeeeae s 3
1.5.2 Texvikég BeATioToToinoNG Mo EVOWHOTWHEVA ZUCTAHOTO -..evviiieeeeeeeieiiieieeaeeeeeeeeeeeeeeeeeeesnneeeeeeeens 4
1.6 Mepiopiopoi YAIkoU Kai AoyiopIKoU Z& Low-Power TEPIBAANOVTA .....cuvvieiiiiiiie e 5
20 KEDAANAIO: OEQPHTIKEZ 'ENNOIEZ KAl MEOGOAOI BEATIZTOMNOIHZHE............ 7
2.1 Baoikég 'Evvoieg Mnxavikriig MABnong Kol NEUPWVIKWY AIKTUWIV ..cceoiveeiiiiiieie it e e 7
2.2 Large Language MoOdelS (LLIMS) ....coi ittt ettt e e et e e e enre e e e 7
2.2.1 APXITEKTOVIKE) TFANSTOMMIET ...ttt ettt e st e e s et e e s e e e s nneeas 7
2.2.2 EKTTaidoeuon Kol INfErenCe Z& LLIMS .....ccoouiiiiiiii et 8
2.3 Texvikég BeATioTotroinong yia Evepyelakd ATTOOO0TIKO INFEMENCE ........c.cvvvveeiiiecciiiieeeee e 9
2.3.1 KBavTIouOG MOVTEAWV (QUANTIZATION).......eeiiieiiiiiee et e e e e e e e e neeeas 9
2.3.2 ATrokoTT) NEUPWVIKWV AIKTUWY (PrUNING) ..cee it e e e 10
2.3.3 Dynamic PrecCiSion SCaliNg.........cc.iiiiiiiiiiiiiie ettt e e e e et e e e e e e et e e e e e e e e e naarnae s 11
2.4 Thermally-Aware kal Energy-Aware INfErenCe......... ..o 11
30 KEQAAAIO: MEPIFPA®H XYITHMATOZ YAIKOY (HARDWARE).......cccoveeeveenee 14
T €Yo I (o102 0o x 9] ¥ Lo & [ oYl PP PRR 14
3.1.1 XOPOKTAPIOTIKA YAIKOU ....ceiiiieiiiiee ettt ettt ettt ettt e e ettt e e e ettt e e e ambe e e e e ambe e e e e enbeeeeeanneeeeeannees 14
3.2 YTroAoyIoTIKOi Kal EVEpPYEIaKOi MEPIOPITUOT TOU ZUCTAMOTOG ..ceeiuiiiiieiiiiieeeiiiieeeeriieeeeesieeeeesieeeeeeneeee s 14
3.2.1 YTTOAOVYIOTIKON TTEDIOPIGUON ...ttt ettt ettt e e e e e et e e e e smnee e e e annees 15
3.2.2 EVEPYEIOKOT TTEPIOPIOHON ..t ettt ettt ettt e ettt e e e st e e e e e bt e e e e enbeee e e enneeeeeannes 15
3.3 ZUoTnua METPNONG KATAVAAWONG EVEDYEIOG ... s 16
3.3.1 Mepiypa@r ToU Atorch UD 18 ... 16
R ATV oYXo) Ulo7,Yo 1% To @ o {WANTo'1¥oTo{VTU Lo E0:2U o x 1 ¥ o s o« USRS 17
40 KEDAANAIO: MEPITPA®H AOTIZMIKOY (SOFTWARE) ....ccoooiiiiieiieeieeeeeeeee 20
4.1 EmMAOYN MTAWOOUWY TTPOYPOUMUOATIOHOU ...eevvveriierererereeesesesssersssssssssssssssssssssssssssssssssssssssssssssssssssssssssssssnnes 20
g At Y4 1 o o SRR RRSS 20
g T N | SO RSRUPRR 20
4.2 BIBMOBAKEG KO TTAGIOIO AVATITUEING - eeeeeee ettt e e e e ettt e e e e e ettt e et e e e e e e e e e e e e e e eannneaeeeeaeeeeaannnenneeas 20
4.2.1 Microsoft Visual StUIO COAE ........oeieiiiiiiiiiiie et e e e e e e e e e e e e e s e s aaeeeaeeeeennnnenneees 21
4.2.2 Baoikég BifAioBrkeg Mnxavikiig MABnong Kai INFErencCe ..........c.eeviiiiiiiiiiiie e 21
4.2.3 BIBAI0OrKeG MapakoAoUBNONG KAl METPIOEWY ....eeiiiiiiiiieiiiieeeiiiieeeeiieee ettt e e e st e e e seeeee e e naeeeeeenes 21
4.2.4 YTTOOTNPEIKTIKEG BIBAIOBAKEG. ... uviiiiiieiiieiieeie et e et e e e e e et e e e e e e e e n e e e e e e e e e eaansnaees 22
G B 8 £ 0117 0o (0] 3 T S0 Yo e P PPPPPPPRPRN 22



4.3.1 run_method.py ETTITTESO: YWNAOU ETTITIEDOU ... e 22

4.3.2 Mpoetoipaaia MovtéAwv (Windows PC) ETriredo: XapunAoU ETTITTESOU ....covverv i 23
4.3.3 dps_inference (Aoyikr) evtdg run_method.py) ETTiTredo: YWnAoU ETNITTEOOU......vvveeeeeeeeeiieeee, 23
4.3.4 performance_monitor.py ETTTTe00: XOUNAOU ETTITTEOOU ......eeeviiiiiiee e 24
4.3.5 energy_logger.py ETTred0: XAUNAOU ETTITTEDOU ...ooiiiiiiiiiiiiii i 24
4.3.6 metrics.py ETTTTESO: YWNAOU ETTITTEDOU ....ovvviiiiiiiiiiiiiieieieieeeeteeeeeeeeeeeeeeesesesssssesssssssesssssesssnsssessnnnes 25
4.3.7 graphs.py ETHTTESO: YWNAOU ETTITTEDOU ....evveiiiiiiiiieieieiieeieteeeeeeteteeeeeeeeee e seeeeeeeeeeeassesssssesesnsssssnnnnes 25
4.3.8 experiment_runner.py & config.yaml ETTiTred0: YWNAOU ETTITTEDOU .......vvvveveeeeeiiiiiieeee e, 25
4.4 Naypdupata Kal MoVTEAOTTOINGTN (UML)......uiiiiiiie et e e e e e raae s 26
4.4.1 AIGYPOARPO TTEPITITWOEWY XPIOTIG +evrvvrrrrrrrrrrreeseernessessssssssssssssssssesssssssssssssesssssssssssssssssmssmmmmmmmmmsmmne 26
4.4.2 AIGYPOMPO ZTOIXEIUIY orvrrrerererrrereeseessseesesesssssssssssessesessssssssssssssssssssssssssssssssessssssssssssssssssmsssmmssmsnssnnes 28
2 3G I AN (o Ao o U o B <0,V o o TSR 28
4.5 MNapadeiypara YAotroinong Kwdika & Mepiypa@r) EQOUPUOYAG .- vvverrieeeeeiiiieeee e 29
4.5.1 Noyikr) DPS Switching (run_method.py) .......oooiiiiiei e 29
4.5.2 Avayvwon AIoBNTAPA UD18 (€Nergy _0gger.py)...cccicuueeeeiriiieeeiiiiee e iiieee e siieee et e s e e ee e 31
4.5.3 NMapdAANAN ZUANOYA METPIKWY (MELHCS.PY) .eeiiiiiiieiiiiiee ettt et e e ee e 32
4.5.4 Opxnotpwaon MNeIpapaTwy (EXPErMENT_TUNNET.PY)..cuveiieiiieieeiiiieeeetieeeeeieeeeesbee e e e sreeeessneeeeeaans 35
4.5.5 EVOEIKTIKI) EE000G TEPHOTIKOU ...eeiiieiiiiiiiieieeeeeeeeiitreeeeeeeeeeeibreeeeeeeeesaaabseeeeeeeesaansasaeeeeeeeseanrssnens 36
5° KEQAAAIO: MEIPAMATIKH AZIOAOIMHZH KAI AMIOTEAEZMATA ... 38
5.1 "EAeyx0G KOAAG AEITOUPYIOG ZUTTIHOTOG ..ciiiiieieieieieeeeeeee et e e e e e e e e e e e e e e e e e e e e e e e e e 38
5.1.1 EmaAnBeucn Z0voeong AIGONTAPA UD T8 ... et 38
5.1.2 ETTAANBEUG INFEIENCE. ... ... e e e e e e e e e e e e et e e e e e e e e e e sanreaeeas 38
5.1.3 ETTaANBUC EKTEAETNG TTEIPAIUOTOG «..uvviiiiieee ettt e e e e e ettt e e e e e e et ee e e e e e e e e et n e e e e e e e e e e snnenneeas 40
5.1.4 ETTAAABEUC MNXAVIOGHOU DPS ... 40
5.2 ZUVOTITIKA ATTOTEAETUATO TTEIDGPOTOG ...eeieitiiiieitieeeeetteee e ettt e ettt e e s et e e st e e s rnee e e e s smneeeesanneeeesannneeens 41
5.3 AVAAUGT] OVEA IMEBOBO ..ottt ettt ettt e e ettt e e e st e e s ane et e e e anne e e e e anneeeeeannneeeas 41
TR IV = ToToTo Tl o ) G TR PPP 42
5.3.2 MEBOBOG INTB (Q8 0) . uteieeeitiiee ettt ettt ettt e e sttt e e e st e e e eabe e e e e e nbe e e e e anbeeeesanneeeeeannees 44
5.3.3 MEBOBOG PIUNEA ...ttt ettt e e ettt e e e ettt e e e st e e e e e nbe e e e e anbbee e e anbeeeeeannees 46
5.3.4 MEBODOG DPS......oiiiiie ettt et e e e e e e e et e e e et e e e e ettt e e e e tae e e e e bbeeeeateeeeeantaeaeeanraeeeeanrees 48
5.4 ZuykpITIK) AVAAUGH MEBOBWV ..o 51
5.5 ETTIOPAGN MEYEBOUG IMOVTEAODU ....oeiiiiiiiiiitieei ettt e e e e ettt e e e e e e et e e e e e e e e e annnnreeeaaaeeas 52
5.6 TEAIKGA ZUPTTEPAOHOTO ..coeeieieieieieieee e et e e et et e et et et e et e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e aeaaeaaaaaaaaaeaaaaaaaaaaas 52
6° KEQAAAIO: SYMIMEPAZMATA KAl MEAAONTIKEZ MPOTAZEIZ ...ooeeiieeee 54
6.1 ZUVOMKAE ZUPTTEPAOUOTA TNG TTTUXIAKIIG --eeeeeeieeeieeietee et e e e ettt et e e e e e et c e e e e e e e e e e e e e e e e e nnneneeaaaeeas 54
6.2 MPOBAAHATA TTOU AVTIHETWTTIOTINKOV ..ot e e e 54
6.2.1 AvakaTaoKEUN AOYIKIG DPS ... oot e e e s e e e nnes 54
6.2.2 ATToKWOIKOTTOINGON MPWTOKOAAOU UD M8 ...t 55
6.2.3 Alayeipion MVAPNG OTO RASPDEITY Pi ... 55
ORI o)1 1 g At 0, Yo 1Y o T 1 o PSRRI 55
SRS IANTAY o't (o U022 [ Vo1 o S Tl @Yo 1 (o115 o o [T URP 55
(SRS IZ I FY o) o] o7 8 [0 I o (I Ao VAV o UL X RS 56
(O3 3 \V/F9.9,¥e 1V yTETall I FoTo} {0 To £ A T o { N = 1 £1q (o (o £ LSRR 56
6.4.1 E@appoyn o€ MeyaAUTEPO LLM ... 56
6.4.2 DPS 0€ TAXUTEPO HAPAWAIE .....ooiiiiiiiiiieiee et e e e e e et e e e e e e e e e nnee e e e e e e e e e annneneeeas 57
6.4.3 'Epeuva yia Thermally-Aware DPS Al INfErencCe .......oooo i 57



ANADOPEZ ...

NMAPAPTHMA 1. KQAIKAZ MOY ANAMNTYXOHKE

xii



KATAAOT'OX X XHMATQN

e )Y o Bt N (o] o o L 1 D I 16
Eikéva 2: ZuvdeopoAoyia & AIQYPOAUHPA ZUCTAMOTOG ...ceeeeeeeeeiiniaaeeeeeeeeeeeinnnaeeeeeeeeeeeeens 17
1020 B S ¥ T 2 1 ] ¥ o R 18
Eikéva 4: AIGypapua TMEPITITUWOEWY XPAOTIG coeeeeeeiiiiaeeeeeeeeeeeieiieaa e e e e e eeeeeetannaseeeeeeeeeeeees 27
EIKOVA 5: AIQYPOUPO ZTOIXEIUIV «..eiiiiiieeeeiiiie ettt e e e e e e et e e e e e e e e e e eaan e e e e esan s 28
(={C01"/o {S VAN (047 o V1V To 0,V (o 1 [« RSP 28
Eikéva 7: ETTaARBeuon EKTEAEONG TEIPAUATOGC .ovvviiiiiie e eeeenns 40
Eikéva 8: tinyllama fp16 Xpovog EkTtéAeong, Méon loxug, >uvoAiky Evépyeia &
A VET o) VA (o] (g I AN 1 [ o Lo o 1 o AN R 42
Eikéva 9: Méon Xprijon CPU & RAM tinyllama fp16. ......ccooreiiiiiiiiieeee e 42
Eikéva 10: llama3.2 fp16 Xpdévog EktéAeong, Méon loxUg, ZuvoAikp Evépyeia &
AV 0 ) VE o (g AN 1 {0 T o TSRS 43
Eikéva 11: Méon Xprijon CPU & RAM llama3.2 fp16. .......coovvvviiiiiiieeeeeeeee e 43
Eikéva 12: gwen2 fp16 Xpovog EktéAeong, Méon loxug, ZuvoAikr) Evépyeia & Evepyelakn
AN 1 T T T o PP 43
Eikéva 13: Méon Xprion CPU & RAM qWen2 fp16. .....coooeiiiiiiiciee e 44
Eikéva 14: tinyllama int8 Xpovog EkrtéAeong, Méon loxug, ZuvoAikr Evépyeia &
A VET o) VA o] (g I AN 1 [ o Lo o 1 o A0S 44
Eikéva 15: Méon Xprijon CPU & RAM tinyllama int8.............cccooiiiiiiiiiici e 44
Eikéva 16: llama3.2 int8 Xpdvog EkrtéAeong, Méon loxug, ZuvoAik Evépyeia &
A V2T ) V£ o (g 2N 1 {0 T Yo o TR R 45
Eikéva 17: Méon Xprijon CPU & RAM llama3.2int8. ...........ooviiiiiiieceee e, 45
Eikéva 18: qwen2 int8 Xpovog ExtéAeong, Méon loxug, ZuvoAikr Evépyela & Evepyelokn
AN 1 T T T o P 45
Eikéva 19: Méon Xprijon CPU & RAM qwen2 int8. .........coooiiiiiiiiiiii e 46
Eikéva 20: tinyllama pruned Xpovog EktéAeong, Méon loxug, ZuvoAiki Evépyeia &
V20 A V£ o {7 g 2N 1 {0 T Yo o TN 46
Eikéva 21: Méon Xprijon CPU & RAM tinyllama pruned. ..........cccooeeiiiiiiiiiiiiiiiceeeeeeeee, 46
Eikéva 22: llama3.2 pruned Xpovog EktéAeong, Méon loxug, ZuvoAikn Evépyela &
AV o) V£ o {7( g 72N 1 {0 T o AN 47
Eikéva 23: Méon Xprijon CPU & RAM llama3.2 pruned. ...........cccooviiieiiiiieiiiiiie e 47
Eikéva 24: qwen2 pruned Xpovog EktéAeong, Méon loxug, ZuvoAiky Evépyeia &
EVEPYEIOKI ATTOOOON. .. ceeeittiiee e e e e e et eeeetee e e e e e e e e ettt e e e e e e e eeeeasas s e eeeeeeeeessnnnnnsaaeeeeeennnes 47
Eikéva 25: Méon Xprion CPU & RAM qwen2 pruned. ..........coovvvveeeeeeeeeiieeeeeeeeeeeeeeeeeeeee 48
Eikéva 26: tinyllama dps Xpovog EktéAeong, Méon loxug, ZuvoAikn Evépyeia &
AV o) V£ o {7( g 72N 1 {0 T o AN 49
Eikéva 27: Méon Xprijon CPU & RAM tinyllama dps........ccooevviiiiiiiieeieeeceee e 49
Eikéva 28: llama3.2 dps Xpovog EktéAeong, Méon loxug, 2uvohikh Evépyeia &
V0NV Ao (g I AN 1 [0 o Lo o 1 o TSP 50



Eikéva 29: Méon Xprijon CPU & RAM llama3.2 dps. .....coooveeeiiiiiieie e 50
Eikéva 30: qwen2 dps Xpovog ExtéAeong, Méon loxug, ZuvoAikn Evépyela & Evepyeiakn

N 1 e o To 1 o O 50
Eikéva 31: Méon Xprion CPU & RAM qQWEN2 dPS. ....cooeeeiiiiieiiicee e 51
Eikéva 32: 2uykpion MeBOdwv 2€ OAA TA MOVTEAQ.......coviieiiiiiiiee e 51

X1V



KATAAOT' OX ITINAKQN

Mivakag 1: XAPOKTAPIOTIKA YAIKOU .....ciiiiiiieeeiiiiieeee et e e e et e e e e et e e e e eas e e e e eaan e e e eeann s 14
[Mivakag 2: EVOEIKTIKEG ATTOKPIOEIG AVA HOVTEANO KOl HEBODO. ..evvvnieeeeieeeeeiiicee e 38
Mivakag 3: Timeline ektéAeong DPS avd run tou TinyLlama. ..., 40
[Mivakag 4: ZUVOTITIKA ATTOTEAEOUATA TTEIPAPOTOG. ..uuuieeeeeeeeeiitniaaeeeeeeeeeeeennnaaeeeeeeeeeeeees 41
Mivakag 5: ZUPTTEPIPOPA DPS AVA HOVTEAOD ... 48
[Mivakag 6: ZxeTIKA HETABOAN J/token Evavti fp16 baseline. ........ccoooeevveeieiiiiiiiiieees 51

XV



ININAKAX OPOAOI'TAX

Eevoyhmooog 6pog

EXAnvikog Opog

Generative Artificial Intelligence

I'eveticn Teyvnt Nonpoovvn

Large Language Model Meydro I'hwooukd Movtéro
Inference Extéheon / EEaymyn [poieync
Quantization KBavtiopog

Pruning Amnoxon) Nevpovikov Atktdmv

Dynamic Precision Scaling

Avvapukn Kapdkmon Axpifetag

Embedded System Evooporopévo Zootnua
Energy-Efficient Evepysioxd Amodotikd
Thermal Throttling Oepukog [epropiopde
Memory Footprint Amotvmopo Mviung
Knowledge Distillation Arnodotaén ['voong
Foundation Model Oepemdes Movtéro
Fine-tuning Agnt POOuion

Pre-training

[Tpo-ekmaidevon

Sparsity

Aporotnra

Activation Function

Yvvaptnon Evepyomoinong

Backpropagation Omc066poun Metddoon ZedApatog
Overfitting Ymepappoyn

Attention Mechanism Mnyoviopoc Ipocoyrg
Decoder ATOK®OKOTOMTNG

Encoder Kwduomromg

Latency KoabBvotépnon

Throughput Amdooom / PuBuamdooon
Benchmark Aoy A&loddynong

Layer Eninedo (Nevpwvikov Aktoov)
Batch Size MéyeBoc Aéoung

Learning Rate PvOuodc Expdbnong

Token

Agxtikn Movada

Mixed Precision

Mt Akpifela

Weight

Bépog (ITapdpetpog Movtédov)

XVi



XYNTMHZEIX — APKTIKOAEEA — AKPONYMIA

ANN Artificial Neural Network

API Application Programming Interface
ARM Advanced RISC Machine

AWQ Activation-Aware Weight Quantization
BERT Bidirectional Encoder Representations from Transformers
CNN Convolutional Neural Network

CPU Central Processing Unit

DNN Deep Neural Network

DPS Dynamic Precision Scaling

ATI® Anpoxpiteto [oavemotuo Opdxng
DVFS Dynamic Voltage and Frequency Scaling
FFN Feed-Forward Network

FP16 16-bit Floating Point

FP32 32-bit Floating Point

FP8 8-bit Floating Point

GPT Generative Pre-trained Transformer
GPTQ Generative Pre-trained Transformer Quantization
GPU Graphics Processing Unit

GRU Gated Recurrent Unit

INT4 4-bit Integer

INT8 8-bit Integer

IoT Internet of Things

KV-cache Key-Value Cache

LLaMA Large Language Model Meta Al

LLM Large Language Model

LoRA Low-Rank Adaptation

LSTM Long Short-Term Memory

MDP Markov Decision Process

ML Machine Learning

MLP Multi-Layer Perceptron

NLP Natural Language Processing

PMPD Progressive Mixed-Precision Decoding

Xvil



PTQ

Post-Training Quantization

QAT Quantization-Aware Training

RAM Random Access Memory

RLHF Reinforcement Learning from Human Feedback
RNN Recurrent Neural Network

RoPE Rotary Position Embedding

SGD Stochastic Gradient Descent

SLO Service Level Objective

TAPAS Thermal- and Power-Aware Scheduling

TAWS Thermally-Aware Workload Scheduling

TPU Tensor Processing Unit

TTFT Time to First Token

UML Unified Modeling Language

vLLM Virtual Large Language Model serving framework
YAML YAML Ain't Markup Language

xviii



Melérn ko Avarroén Evepyeioxd Amodotikadrv Meboowv Extéleons Generative Al (LLMs) oe Evowuotwuéva.
2votiuota Xouniav IHopwv

1° KegpdAaio: Eicaywyn

1.1 Ewayoyn Xty Evepysroka Anodotiki] Extéleon Generative Al

Ta tehevtaio ypovia xel vapEet paydaio eEEMEN GTOV TOUEN TNG TEYVNTNG VONLOCUVNG, LE TO
povtéda Tevetikng Teyvnmie Nonpoovvng (Generative Artificial Intelligence), kot dwitepa ta
Meydra 'hoooikd Movtéla (Large Language Models, LLMs), va Bpiokovtal oto enikevipo. Ta
HOVTEAD QTA XPNCUOTOIOVV apPYLTEKTOVIKY Pociopévn o€ avty tov Transformers kot £yovv
emoeitel Waitepn KavotNTO 0 €pYaoieg emeEepyasiog PLOIKNG YADGGOS, OTMG N TOPOY®YN
KEWEVOL, 1 UETAPPOOT KOl 1 TOPAy®yn KOJKd, kKabiotdvrog to Oepelmon epyoieio yio
GUYYPOVEG EEVTIVES EQPAPLOYEG.

Ta LLMs €yovv avadeiel eVIvTooloKkes TeXVIKEG duvatotnTes pe kO6oTog, BEPata, avénuéveg
OTOUTOELS GE VITOAOYIGTIKOVG TOPOVE, VAU Kol KaTovaiwon evépyelas. O peydiog apBuog
TAPOUETPOV, O UNYOVIGHOG avTompocoyns (self-attention) kot 1 avaykn enelepyaciog peydiwv
akolovOdv dedopévav kabiotovv v ektédeon (Inference) twv poviéAov avtodv Wwitepa
evepyoPopo, aKOUNn Kol GE GOYYPOVEG VTOAOYIOTIKEG TANTQEOPUEG VYNADV  EMOOGEWV.
[Mapatmpodpe, emopévmc, 6tL 1 EVEPYELNKT| AOJOTIKOTNTO Efvat £Vag KPIGILOC TAPAYOVTaS Yo TN
Blootun kot khpoakovpevn aglomoinon g Generative Al

To mpdPAnua yivetor axdpa mo epeovég otav e&gtaletar n ektédeon LLMs og evoopatopévo
ocvotuato yopuniov topov (Low-Power Embedded Systems), émwg single-board computers,
GLGKEVEC OTNV GKPN TOL SIKTVOV Kot HkpoeAeykTéc. Ta cvotipata avtd yopaktnpiloviot amod
TEPLOPIGUEVT] VTOAOYICGTIKT 1OYD, HKPN SoBESIUN VAN, dVoTNPE EVEPYELOKA Opla KOl GUYVA
avénuévoug Bepuikotdg meplopiopovs. [Hopdha avtd, n ov&avopevn ovaykn Yo TOTIKN
eneéepyooio dedopévav, pelowpévo latency kot mpootacio g WOTIKOTNTAG KOOIGTA OpKETH
emBopnt N aképa kot ovaykaio v extéleon Generative Al amevbeing oto edge.

>10 mAaiclo avutd, M evEPYENKA OodO0TIKY ekTéAeoT (energy-efficient inference) twv LLMs
amotedel €va evepyd Kot wwitepa onpavtikd epevvntikd medio. H avantuén ko epappoyn
TEXVIKOV TOL LEUDVOLV TNV KATAVAAW®GCT EVEPYELNG, YWPIC onuavTiky vrofdduon g akpipelag
Kol TNG AELITOVPYIKOTNTOS TOV HOVTEA®V, €lvar KOBOPIoTIKN Yo TNV TPaKTiKy aglomoinon g
Generative Al o mepipdAiovta youning 1oyvog.

H napovoa epyacio tomobeteiton oe avtd to gpeuvnTikd TAaicto, diepevvdvtag peBodovs Kot
OTPOUTNYIKEG TOV EMITPEMOVV TNV OMOSOTIKN kot Oepukd eviuepn ektéleon LLMs og
EVOOUUTOWUEVO GUGTALOTO YAUNADY TOPOV.

1.2 Kivntpa Kot Xnpacio Tng Evepysroka Anodotikig Ektéleong Generative Al

H av&avopevn viobémon tov LLMs €xet petatpéyet prliikd tov 1pomo pe Tov omoio oyedialovton
KOl VAOTTO100VTOL GUYYPOVEG EEVTTVEG EQAPLOYES. ApYIKA, TO LOVTEAQ aVTA a&tomom Koy Kupiwg
oe vodopég vmoroylotikov véeovg (Cloud Computing), 6mov ot awENUEVES AMOITNGELS TOVG
UmopoHGaV Vo LETPLOCTOVV AGY® TG HEYOANG SOBEGIUOTNTOS VTOAOYIOTIKGOV TOPp®V. Q6T1dG0,
oLYYPOVES TAGEIS £X0VV QWENGEL TNV AVAYKT Yol LETAPOPA TNG EMEEEPYACIAG GTNV GKPN TOV
OKTHOL, ONUOVPYDVTOG TPOKANCELS Kol KaOIoTMOVTOC, £TG1, ovoyKaio TN UEAETN TNG EKTEAECTC
ToVG o€ mePPdALovTa yapnAdv tdépav [1].

‘Eva and 1o onpovtikdtepo eunddla oty viomoinorn Generative Al oe evoopatopéva
cuoTUATO €ival 1 KOTAVAA®GT €VEPYELNG KOl CLUVETAOS ot Beppkol mepropiopol. H extédeon
VTOAOYIGTIKG OTOTNTIKOV HOVIEAWDV GE GUOKEVEC TOV AETOVPYOVV pe umatopio 1 dtbétovv
TEPLOPICUEVEG dUVATOTNTEG Omay®YNG Beppotntag, umopel va odnynoet oe Beppikd meplopiopd
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(thermal throttling), peimon g anddoong N akdpa Kot aotddeto Tov cvatuatog. [TapdAinia, n
avénuévn evepyelokn Katavalmon aveRAalel 1o Aeltovpyikd KOGTOC TV GLGTNUATOV, 10iMG o€
EQOPLOYEG LEYAANG KMUOKOG,

[Tapdtt vdpyer TANOoc PipAoYpagiog Tdve oty Peitiotomoinon ypnons LLMs e cuokevéc
YOUNADV TOP®V, elvarl eLEAVIC 1 EAAEWYT TNYOV TAVEO GE EVEPYEIOKA Kol OEPUIKA OmOSOTIKEG
uebodovg extéleonc. H mapodoa mruylokn €pyxetol vo KOADWEL 0VTO TO KEVO KOOMDG TETOLEG
puébodot cuppdArovv onuavtikd oty enéktacn ¢ Generative Al og mepifdAlovta oty GKpn
TOL O1KTVOV, aw&dvovtag TV avtovopia, aflomotio Kot Plwoipudtro peAloviik®v low-power
GLUGKELMV.

1.3 Generative Al Kow LLMs: X0yypoveg Taoeig Ko Ilpoxkinoeig

Ta Meydro [Nwoowd Movtéha tov onuepa Pacilovtar oe apyltektovikég Transformer pe
EKOTOVTAOES EKATOUUDPL £OC EKATOVTAIEG O1GEKATOUUDPLOL TOPAUETPOVS, TPAYLLO TO OTOI0 TOVG
EMTPENEL TNV EKUAONOT YEVIKOV YAMGGIK®OV OVOTOUPUCTACE®V KOl TNV TPOCHPLOYY| TOVS GE
TANODp O1POPETIKAOV £pyacidv. Movtéla cav avtd Bpickovtol 6Tov Tupnva e avamTuéng g
Generative Al pe amotéhespo ™ paydaio £EMEN TOVG TOGO GTNV TOAVTAOKOTNTA OGO KOl GTNV
KMpoka. H tdon oty yprion tov LLMs éyet odnynoet ot dnuovpyio OepeMmddv poviéhmv
(foundation models), Ta omoia AgltovpPYOVLV MG YEVIKOD GKOTOU UNYOVES ENMEEEPYOTIOG PUGTKNG
YADOGGOG.[2]

Me v adénon g kAlpakag mapatmpeital Kot avEnon otov tpémo a&tomoinong tov LLMs.
[Tépa and T1c epappoyég cloud-based vanpesidv vdpyel, TAEOV, HEYAAO EVOOQPEPOV Y10l TOTIKY
extéheon (on-device inference) kor edge eeoapuoyéc, AOY® TOV TAEOVEKTNUAT®OV OV
ocvoyetiCovron pe avtd. H petatdmon avtn €xel otoyo v petopévn kabvotépnon (latency), v
TPOCTAGIO TNG WIMTIKOTNTAG TV ded0UEVOV Kal TNV BerTioon g a&lomoTiog TmV GUCTNUAT®Y.
Ot 16oe1g avtég kabiotovy to LLMs w¢ Bacikd ototyeio o €Eumveg cuokevég, cvotuata loT
(Internet of Things) Kot cVTOVOLA GUGTALATA, HLEVPVVOVTAG GNUOVTIKE TO TESTO EPAPLOYDV TOVC.

Ao ™V dAAN, 01 e€eAiEelg avTég GuVodehoVTAL OO 11aiTEPES TEYVIKEG TPpOoKANGELS. H extédeon
inference oce LLMs yopoaktnpiletor omd vynmid vmoroyloTikd @Opto, LENUEVES OMOLTNOELS
LUVIUNG Kot EVTOVN KaTavAAmon evEpYELag, Waitepa Adym tov tpa&emv matrix multiplication ko
Tov punyovicpov self-attention. e low-power mepipdAiova, OT®G AVTA TOL APOPA 1) EPELVEL LOGC,
ol OVENUEVEG OVTEG OMOLTHGELS OONYOUV GLYVA OE UEUEVN amdO0oN, avEnuévn Bepuikn
KATOamOvIon Kol TEPLOPIGUEVN Prooipudtta g cvveyoOs Aettovpyiag. To ybopa peta&d g
GUVEXDG avEAVOUEVNG TOAVTTAOKOTNTAG Twv LLMS Kot TV TEPOPIcUEVOV OLVATOTITOV TOV
EVOOUATOUEVOV  cuoTNUATOV  KoOloTd  oavoykoio v avamntvén Vvéwv  mpoceyyicewv
BeAtiotomoinonc.

Melétec yia 115 ovyypoveg tdoelg g Generative Al vmootpilovv [3] 6TL  amdf e@appoym
VILAPYOVIOV LOVTEL®MV GE TAATPOPLES TEPLOPICUEVOV TOP®V OEV EIVOL EPIKTN YWPIC ONUAVTIKOVS
couPipacpovs. Emopévmg, M HEAETN TEYVIKOV TOL UEWDVOLV TO EVEPYELWNKO Kol Oeppukod
arotvnopa tov LLMs amotedel kpioyo mapdyovia yu tn PlOCUN EVOOUATMOON TOVG GE
peAlovtikd embedded kot edge cuotrpato.

1.4 Extéleon LLMs Xg Evoopotopéve Xvotipote Xopniov [Mopmv
H extéheon Meydhov INwooikdv MoviéAov 6€ EVOOUATOUEVE GUGTUATO YOUNADY TOP®V
amEYEL OPKETA Omd TNV EKTEAECT] TOVG GE MEPIPAALOVTO VITOAOYIGTIKOV VEPOLG 1] GE VITOJOUES
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VYNAGV €MOOcEMV. Me TOV 0pO EVOOUOTOUEVO CLUGTNLLOTA EVVOOVE TAUTPOPLES OTw¢ single-
board computers, otic omoieg katatdooetor to Raspberry Pi 400, edge cvokevéc mov Pacilovion
og apyltektovikég ARM, kaBd¢ kot kpoeAeyKTEG, Ot 0moiot yapakTnpilovTol amd TEPLOPIGUEVN
VITOAOYIOTIKT 10YV, LKPT OBESIUN VAU Kot 0VGTNPOVS EVEPYELNKOVG TEPLOPIGLOVE[3].

X avtifeon pe ta data centers, 6mov 1 ektédeon LLMs emitoybveton pésm hardware accelerators
onw¢ GPUs ka1 TPUs kot vroompiletal and emapkr cuothpato Yo&ng Kot vynid evepyelokod
wpobmoroyicpud, to embedded cvotiuata Pasilovtar cvvnBwg oe yevikng ypriong CPUs, ue
TEPLOPIOUEVO aplBd Tupivev kol yopnAd Beppkd mepidmpro Asrtovpyiog[4]. H amovoia
eedcevpévou hardware emtdyvvong kabiotd Vv ekTéAeon TPAEE®V VYNANG TOAVTAOKOTNTOG,
O MG 01 TPAEELG TOALATANGLOGHOD TIVAK®OV KOl 0 Unyovicpiog self-attention, 1dwaitepo oot TiK.

‘Evag akdpo onuovtikdg mepopicpog ival to amotumopo pviung (memory footprint) tov
LLMs, xaBdg m oamobfkevon Tov TopoUETp®V  €VOC HOVIEAOD KOU TMV  EVOLAUECHOV
gvepyomomoewv katd to inference pmopel va vrepPaiver v dwwbéocun RAM towv low-power
cvotudtov. To mpoOPAnua evicyvetal 6e €QPAPULOYES TPAYLOTIKOD YpOvov, O10TL amarteiton
YounAn kabvotépnon amdkpiong kot otabepn] amddoor. Xe tétoln mEPIPArAovTa, 1 avEnuévn
Kataviilmon evépyelag odnyel cuyva o Bepuukn emBdpuvon Kot EVEPYOTOINGCT TV UNYOVICUOV
thermal throttling, ot omoiot pewwvovv Vv ocvyvotnto Acttovpyiag tov emefepyactr Kot
eMNPeAlovy apVNTIKE TNV GUVOAIKT ATOS0O0T).

Amo TOVG TOPATAVE TEPLOPICUOVS cuumepaivovpe OTL M omAn petagopd evog LLM amd
neppdArov cloud oe embedded mAatpdppa dev eivor ePiKTn YWPIG CNUAVTIKES TPOTOTO|GELC.
Amaitobvton TeVIKEG PEATIGTONTOINGNG TPOCUPLOGUEVES GTO YOPAKTNPLOTIKA TOV KAOe hardware
He oTOY0 TNV HEI®OT NG KatoviAmong evépyelag, Tov memory footprint kot mapdAinia v
dtpnon amodektov emmédov axpifetag. H cvotnuatikny pekétn g coumepipopds towv LLMs
oe low-power mAatQOpUES amoTEAEL, GLVETMS, KPioHo Prina Yo TNV TpakTiky a&lomoinct] tovg
oe epappoyég edge Teyvntig Nonpoovvng.

1.5 Avaokdénnon Xyetikig Biphoypagiog

2V evotnTo 0uTH ToPOoVCIACETAL L0 GUGTNUATIKY] 0VOCKOTN O™ TG LILdpYovcag PipAoypapiog
ov oyetiletan pe tovg Pacikots dEoveg e mapovcas epyaciog. Xvykekpiuéva, eéetdlovtal 00O
Oepatikég meploy€g: M EVEPYENKY OMOSOTIKOTNTO KATO TNV EKTEAECT HOVTEA®V YAMGGIKNG
enelepyaociag, ko ol TeVkEG PeAtiotomoinong mov £xovv mpotabel Yo TV eKTEAECT TOVG GE
EVOOUATOUEVO CLGTNLOTA TEPLOPICUEVOV TOPV. Méca amd TV avOAVOT] TOV VOICTALEVOV
EPELVNTIKOV EPYACLAOV, OVUIEIKVVOVTOL TOGO TO EMITEVYULOTA TNG TPEYOLCAS EPELVAS OGO KOl TO
avoryTd CnTHOTO TTOL JEV £XOVV OKOUTN OVIYLETMOMIOTEL, TO OTOl0 Kot aroTEAOVV TO KivnTtpo Yo
™V TopovGo LEAETT.

1.5.1 Evepysroka Amodotikd Inference

Me tov Opo evepyelokd omodotikd inference avoaeepdpocte omnv PeAticTomoinon g
ddkaciog eEaywyng mpoPréyewv evdg machine learning poviédov, pe okomd tn peiwon TG
KATOVIA®ONG EVEPYELNG, LOTNPAOVTOS TAPIAANAO ATOSEKTE EMIMESD TOGO GTNV ATOI0CT| OGO Kot
otV akpifela. Xe avtiBeon pe v amAn emTdyvvon ™S EKTEAEGNGS, 1] EVEPYELNKT] ATOOOTIKOTNTO
a&lohoyeitol HEcm PETPIK®V OTTMG 1 evéPYela avd ektédeon (joules per inference), ) evépyeia avd
mapayouevo token (energy per token), kou 1 amddoon ava watt (performance per watt).

H evepyelokn avaivon tov LLMs éyet Eeympioel o¢ kpioyo gpeuovntikd {ftnua otnyv o1ebvn
BipAoypapia, Wiaitepa 610 TAAIGIO HETOPOPAS TOVS amd TEPIPAAAOVTO VYNADV ETIOOCEWV GE
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edge ovotuata. H gpyacia tov Islam et al. [5] e&etdlel 10 evepyeloxd amotHnOUO UIKPOV
YAOGGIK®V HOVTEA®V o¢ edge mAoTOpueg, emonpaivovtog Ot to inference upmopel va
TAPOLGLALEL CNUAVTIKEG SLOKVUAVOELS KOTOVAANDGONG 1GYVOC, OKOUN KOl GE LOVTEAN LEWOUEVOL
peyébove. Ta amoteléspata delyvouv OTL 1 HEI®OT TOV OPlOUOD TOPAUETPOV OEV GUVETAYETOL
YPOLUKY HEl®ON TNG EVEPYEIOKNG KATOVAAMONG, YEYOVOS TOV OVOOEIKVOEL TNV TOAVTAOKOTNTO
NG OYEONG LETAED OPYLTEKTOVIKTG KOl 0T0d0TIKOTNTOS. TNV 1010 ottyun, n peAétn twv Martinez
et al. [6] emkevipdveral otnv avaivon kPaviicpévov (quantised) inference oe emeepyaotég
YOUNANG  1oY00G, OVOOEIKVOOVTOG TN ONUOVTIKY emidpoacn g okpifelog  aptOuntikng
AVOTOPAGTOONG GTH GUVOAIKY| KATAVAAMGN EVEPYELNG.

Ta amoteAéopata TG £pevvog dlyvouy 0TL | ypnomn pelowpévng axpifetoag (my. INT8) pumopet va
00MYNOoEL 08 oNUOVTIKY PBeATimon Tng evepyelokng amddoons, xwpig Wiaitepn vrofaduion twv
amoTEAECUATOV, 100G o€ transformer-based apyrrextoviKéc.

Yuvolikd, 1 vapyovca Piprioypapio vwootnpilel 6TL To gvepyelakd KO6oTog Tv LLMs dev
opeileton amdlmg oto péyehog Tov povtédov, oAAd OTL emnpedleTorl Kol amd AAAOVG TOPAYOVTEC,
ovykekpipéva to €idog tov hardware kot v oTpatNyIKn, N CAM®OG TNV TEXVIKY, EKTEAECTC.
Q061660, 01 TEPLGGOTEPESG £PEVVEG £0TIALOVV €ite GE LUKPOTEPA LOVTIELQ, EITE GE GUYKEKPUYEVES
TEXVIKES PEATIOTOMOINONG, VT Y10 Ol GOAIPIKT) TPOGEYYIOT] TOV VO GLVOLALEL EVEPYELOKT] KO
Bepukn avaivon oe mpaypatikd evoopatopévo teptBdilovia. To kevo avtd kabiotd avaykoio
TNV TEPULTEP® SLEPEVVNON EVEPYELNKA ATOJOTIKAOV GTPOTNYIKOV ekTéAeong LLMs og low-power
GUOTNLOTAL.

1.5.2 Teyvikég Behtiotomoinong ' Eveopatropéve Xvetiporta

H extéleon LLMs g eVOOUOTOUEVO GLUGTNHOTO YOUNADV TOPOV OTOLTEL TNV EQPAPLOYN
eEeOIKEVEVOV TEYVIKOV PeATIoTOTOINONG, Ol 00lEg GTOXEVOVY TN UEIMOT NG KATAVIAMONG
EVEPYEWONG, TOL OMOTLITMOUOTOS UVIUNG KOl TOL XPOVOL EKTEAEOTG, OLATNPAOVTAG TOPAAANAL
amodeKT] amddo0on Tov HovTELoL. Ot KupLOTEPES KATNYOPIESG TEYVIKOV oL £yovv mtpotabel ot
Biproypagio meprhapfavoov tov kPaviicpd (quantization), TNV OTOKOT VELPOVIKAOV OIKTH®OV
(pruning), 1t petagopd yvoong (knowledge distillation) kou TG SvVOUIKES GTPATNYIKEG
npocapuoyng axpipetag7][8].

H npd te)viKn, o kPavtiopog (quantisation), Bswpeiton mhéov pio amd TG TO S100ESOUEVEG
TEYVIKEG PEATIOTOTOINONG YL GLOGTNUATO YOUNA®V TOp®V. XTOo quantisation HEIDOVETOL T
aplBuntikny okpifela tov PBapdv kol evepyomomcewv (v mapaderypa ond FP16 ce INT4),
EMTUYXAVOVTOG £TGL GNUAVTIKY HEIWON TOL OMOTLTMOUOTOS HVAUNG KOl TNG OTTOLTOVEVTG
VIOAOYIOTIKNG evépyeloc. H pedétn tov Martinez et al. [6] deiyvel 0TL n kPavtiopévn extéleon
transformer-based povtéhwv oe eneepyoactés younAng 16yvog propel va odnynoetl e aucnm
Bektioon g evepyelakng amodoTikdTnTag, Wiaitepa 6tav aglomotobvton KoTtdAAnieg vectorized
VAOTTOMGELS.

H endpevn teyvikn eivor n amokony| (pruning), n onoio 6ToYevEL GTNV HEI®ON TOV APOUOL T®V
TOPOUETPOV EVOG LOVTEAOV HECH TNG OPOIPESTC U1 KPIGIL®OV GUVOECEDV 1| OAOKAN POV OOUK®V
otoyyeiov. Ov mpooeyyicelg avtég pmopel va givor pn dounpéveg (unstructured sparsity) 1
dounpéveg (structured pruning), pe tn 0evtepn va eivar cuvnOw¢ mo PIAKY| Tpog To hardware.

AV K01 1) 0TOKOTY) UTOPEL VoL LELDGEL TO PEYEDOG TOL LOVTELOL Kot T Be@pnTikn ToAVTAOKOTN T,
N TPOKTIKN gvepyelokn Peitioon eEaptdron and 10 katd mdéco to hardware kot 10 AoyiopKo
UTOPOVV Vo AE10TOMGOVV AOTEAEGHOTIKG T O1LLLOVPYOVUEVT] OPaLdTNTAL.

Téhog, n texvikn dvvapikng tpocappoyns akpifetog (dynamic precision scaling) Aettovpyet
Tpocapproloviag v apdunTiky akpifela kotd v ddpkea TG EKTEAEONS, Le PAon To popTtio
TOL GLOTNUATOC 1 TOvG Oepuikov mepropicpove. H mpocéyyion avt) ovvdéel aueco v
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EVEPYELOKT] OTOSOTIKOTNTA LE TN BEPUIKY CUUTEPIPOPA TNG TAUTOEOPLOG KOl amOTELEL 1d1aiTEPQL
VTOGYOUEV KATELOVLVOT] Y10 GUGTILLOTO LE AVGTNPO EVEPYELNKO TPOVTOAOYIGLO.

2UVoMKd, ol TeVIKEG PEATIOTOMOIMNONG Y10 EVOOUOTOUEVO GLGTHUOTO OEV AEITOLPYOVV
UEUOVOUEVA, OALGL GLYVA GLVOLALOVTAL, TPOKEUEVOL Vo, emTeVYDel PEATIOTN 1G0ppoTia LETAED
akpifelag, amddoong Kot katovilmong evépyeloc. H emdoyn g KotdAANANG OTPATNYIKNG
e€aptdTon T0G0 amd TO YOPOUKINPIOTIKA TOV HOVTEAOL OCO Kol OO TOVS TEPLOPICUOVS TOV
exdotote hardware mepiBdAlovtoc.

1.6 Ilepropropoi Ykov Kar Aoyispikov Xe Low-Power Ilepipariovra

H extéheon Meydhov MNwooikdv Moviéhov 6 GUGTHHOTO XOUNANG 1oYV0G ETNPEGleTal AUECH
amd éva GUVOAO TEPLOPICUMY TOCO GE EMMESO VAMKOD 000 Kol 6e emimedo Aoyiouikov. Ot
neplopiopol owtol kabopilovv ta Oplo AmOOOONG, EVEPYEWNKNG KATOAVAA®ONG Kol OepLIKNG
GLUTEPLPOPES TOL GLOTNUOTOG KOl OTOTEAOVV PacikoVs TapAyovieg KOTA TOV GYEOOGUO
gvepyelakd amodotik®mv puedddwv inference.

Ot meplopiopol 610 eminedo VAKOD TpokvITOVY d10TL Ot low-power mAatedpueg Pacilovtan
ocuvnlwg oe enelepyaotéc YeEVIKOD OKOTMOU Kol YOUNANG KOTOVAA®GONG, HE TEPLOPIGUEVN
cLyvOTNTA Agttovpyiog Kot pkpd apdpd mopnvov.

H &hewyn eEedikevpévav emrayvviov, o6nowg GPUs 11 TPUs, kabiotd tov unyaviouod self-
attention kot T1g TPAEELG TOALATAOGIAGLLOV TIVAK®V 10101TEPA ATALTNTIKEG, TOGO GE YPOHVO OGO Ko
oe evépyela. 'Evog axdpa mepropiopodg eivan n Eddenym erapkovg pvnung RAM, pe anotéleopa
AVGTNPOVS TEPLOPIGLOVG GTO LEYEDOC TV LOVIEA®MV Kol GTIC EVOLAUETES dOUEG dedOUEVOV KaTd
10 inference.

Ao TV GALN, 01 TEPLOPICLOL AOYIGUIKOD ApOpOovV KUPImG TPOoPA LT OTMG O TEPLOPIGUAS TG
ATOO0TIKOTNTOS AOY® TNG TPOEMAEYUEVNG APLOUNTIKNG KIVNTNG VITOSIACTOANG VYNANG axkpifetag
(my. FP16), to overhead tov duvoKd®V YA®GCHOV TPOYPOLUUATIGHOD KOl Ol TEPLOPIGUOL TOV
backend viomomoewv. Emiong, n ektéleon poviéAwv péowm yevik®v BiAtodnkodv punyovikng
péonong (machine learning) oe CPU mepifdiiovta cuyva dev a&lomotel TANPmS TG SLVATOTNTES
tov hardware. EmutAéov, oe cuotpato He TEPLOPICUEVOLS TTOPOVG 1) SLOYEIPLOT TNG LVIUNG KOl O
TPOYPOUUUOTIGUOC JEPYOCIOV OO TO AELTOVPYIKO CUGTNUO EVOEYETOL VA ONUOLPYGOLV
HETOPANTOTNTO GTNV ATOO0GN.

A&iletr emiong va avopEPOVLLE KOl TOVG EVEPYELNKOVS TEPLOPICLOVG, KAODS etvat £va amd To KOHpLaL
wpoPAnpato mov avtipeTonilovy to low-power GLUGTAUATO. & GLOTHUOTO TOL AELITOLPYOVV LE
YOUNAO €VEPYEIOKO TPOVTOAOYIGUO 1] TPOPOSOTOVVTIOL amd pmaTopio, 1 oTypoaio avEnon
KaTavaAwong Katd v ektédeon evog LLM pumopel va odnynoet o peimon g avtovouiog 1 o€
EVEPYOTOINGM UNYOVIGLAOV dlaxeiplong 1ox00G.

EminAéov, n meplopiopévn dvvatdta anaymyng Oeppdtrog onpaivel 0Tt 1 TOPOTETOUEV
EKTEAEGT VTOAOYIGTIKG OTOLTNTIKAOV OEPYUCUDY EVOEYETOL VO TPOKAAECEL BEPIKO TEPLOPIGLO
(thermal throttling), peidvoviag duvapikd v cuyvotnTo AEITOLPYING TOL EMEEEPYNOTN KO
emnpealovtag v otabepdTnTa TG ATOd00TS.

H xotavémon autdv Tov TeplopioidV ivol amapoitnn Yo TV avOnTTuEn KOATAAANA®V TEYVIKOV
BedtioTonoinong, kabmg 1 dnpovpyio EVEPYELOKA AmTOd0TIKOV HeBddmV extédeong LLMs amattel
TPocEyylon mov AauPavel VoYM TV OYXECT UETOED OPYLTEKTOVIKNG HOVTEAOL, LAIKOV Ko
AOYIG KOV,
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2° KegpaAaio: OswpnTikég ‘Evvoieg Kal MéBodol BeATioToTtroinong

2.1 Baowéc 'Evvoleg Mnyoavikig Madnong ko Nevpovik@v Aiktoov

H Mnyavikiy Médbnon (Machine Learning, ML) amoteket Evav khdoo g Teyvntig Nonuoosvvig
OV EMTPENEL GE VITOAOYIGTIKG GLUGTHLOTO VO OTOKTOVV YVAOOT and dedopéva, ympic va £xovv
npoypappotiotel pntd yuoo kabe epyacia. Ta Teyxvntd Nevpovikd Aiktvo (Artificial Neural
Networks, ANNSs) amoteAovV TV KEVIPIKY VTOAOYIOTIKT dOUN TV GOYYpovev cuatnudtov ML,
EUTVELGUEVO ATtO TN PLOAOYIKY] apYITEKTOVIO TOV AVOPOTIVOL £YKEPALOV.

‘Eva vevpovikd diktvo omoteAeitar amd emineda (layers) teyvntdv veLpOV®OV: TO EMIMENO
€10000V, éva N meplocoTepa KpL@a enineda (hidden layers) kot to eninedo e£6d0v. Kdbe vevpmvag
Aappaver éva otabuopévo dBpotoua €1660mV, £apUOlEl oL GLVAPTNON EVEPYOTOINOMG
(activation function) kou d1aPipacel to amotéreopa oto emouevo eninedo. Ta Babid Nevpwvikd
Aiktoa (Deep Neural Networks, DNNs) enekteivovv aut] TV apyltektovio e ToAAUTAL KpuQQ
EMIMEDQL, EMTPENOVTAG TNV AVATAPAGTACT] EEUPETIKA GOVOET®V N YPOUUIKOV GLVOPTHCE®OV]I].

H exmaidevon evog veup@vikoD SIKTOOL EMTLYYAVETOL HEG® TOL aAyopiBpov omsddpoung
petéooong tov opdipatog (backpropagation), o omoiog vroroyilet TIg HEPIKES TAPAYDYOVS TNG
GLVAPTNONG KOGTOVG MG TPOG KADE EKTUOEVOUEVT TTOPAUETPO, KOL GTI| GUVEXELDL EVIUEPDVEL TO
Bapn péow alyopiBumv Pabuidmong, 6mmg o Stochastic Gradient Descent (SGD) 1§ o Adam.
Boaowég évvoleg mov dtopopemvovy v ekmaidevon mepapfavouv tov puoud exuddnong
(learning rate), to batch size, tov ap1Ou6 emoydv (epochs) kat v kovovikoroinor (regularization)
Y10 TV OVTILETOMION TNG VIEPAPLOYNG (overfitting).

Or Xvveliktikég Nevpovikés Apyrtektovikés (Convolutional Neural Networks, CNNs)
g0 yOyaV 1EpAPYIKT EEQYMYN YOPOUKTNPLOTIKAOV Y10 EPAPHOYES OTEIKOVIOTG, EVD 01 AVOIPOLUKEG
Apytextovikég (Recurrent Neural Networks, RNNs) kot ot maporiayés toug LSTM/GRU
xPNOoOTOMONKOY EVPEWMS Y10 GEPLAKA OEOOUEVA, OTMOS 1] PLGIKT YAMDOCGO.

Qo1660, ot mepropicpoi twv RNNs wg mpog v mapdAinAn eneepyacio kol T Hokpoypovia
eEhptnon dedouévav odnynoav oty avdmtuén g opyttektovikng Transformer, m omoia
Topovcldletol GTNV EXOUEVT] EVOTNTA.

2.2 Large Language Models (LLMs)

Ta Large Language Models (LLMs) amotehoVv pa Katnyopio HeydAmv VELPOVIKGOV OIKTO®V
Babibc pdbnong, eKmadeLUEVOV GE TEPAGTIEG GLAAOYEG KEWEVOD E CKOTO TNV KATOVOTOT) KOl TN
onuovpyia euowkng yYAwocog[9]. Apyrrektovikd, Pacifovior oto povtédo Transformer o
aplBpoHV amd eKOTOVTAOEG EKATOUUVPLO £WG SIGEKATOUUVPLO TAPAUETPOVS. Opdonua OTwg 10
GPT (Generative Pre-trained Transformer) tg OpenAl, to LLaMA g Meta kot to BERT g
Google &ovv Béoel véa Tpotuma amddoong o€ epyaciec EneEepyasiog Pvowmng I'Adosag (NLP).

H exBeticn avénom tov peyéBouvg avtdv tov poviélmv avePdlel TonTdypova TIG OTOUTGES O
VTOAOYLIGTIKOVG TOPOVG Kol EVEPYELD, 101MC KATA TN PAcn Tov inference.

2.2.1 Apyprektovikn Transformer

H apyirextoviky Transformer €161y0n 10 2017 amd tovg Vaswani et al. oty epyacia «Attention
is All You Need»[10] kon amotedel tn Oepeldon doun tov ovyypovav LLMs. Avtikatéotoe Ta
avaOPOIKA OiKTLO. OTN HOVTIEAOTOINGT OKOAOVLOWDV, €lG6dyovtag &vav VEO HNYOVIGUO Tov
eneEepyaletar OAOKANPES axkolovBieg mapdiinia.
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H Bacum apyrtextovikn Transformer amoteheiton and évo tpunqpo Kodikomoinong (encoder) ko
éva Tunuo amokwotkomoinong (decoder). Kébe encoder layer mepihapfdvet: (o) éva punyoviopd
multi-head self-attention, (B) éva feed-forward vevpwvikd diktvo (FFN/MLP), (y) residual
connections Kot (0) layer normalization.

Ta oOyypova yevetikd LLMs (n.y. GPT-4, LLaMA) ypnoyonotodv Kupimg opyLTEKTOVIKY|
artokwowonomtn (decoder-only). O unyoviopdg self-attention eivor m  kopdd TtOVL
Transformer[11]. ['a k4Oe token oty axolovdio €166d0v, voroyilel £va didvoucua Query (Q),
Key (K) ko Value (V) péoo ekmoudevopevov untpov mwpoPfoinc. H mpoooyr (attention)
vroroyileTton og:

Attention(Q,K ,V) = softmax(QK"/Vdk) -V

omov dk eivor n dudotaon tov dwvooudtov Key. O punyovicpdg multi-head attention extelet
TapIAANAo. ToALOTAEG Aettovpyieg self-attention («Ke@OAEC»), EMTPEMOVTAG GTO HOVTEAO Vo
napokorovBel drapopetikég oyéoelg petald tokens tavtdpova.

H positional encoding mpootifetan otig avamapactdoslg Tov tokens yia vo kodikomombel 1
mAnpoopia BEonc, Kabdg o unyaviopog self-attention and poOvog Tov etvar avalhoimtog w¢ TPog
) oepd. Zoyypova LLMs ypnoomolovv teyvikég 6mmg 1o Rotary Position Embedding (RoPE)
1N 1o Absolute Position Embedding [12].

H vroAoyiotiky moAvalokdtta Tov self-attention KAUAKMOVETOL TETPAYOVIKA IE TO PWNKOG TNG
axorovBiog e166d0v (O(n?))[11], yeyovog mov cuvietd Pactkd eumdoto yia arodotikd inference ce
peyaio mAQiclo KEWEVOVL. AVTO TO YOPOKTNPIOTIKO 0odnyel o6& aVENUEVEC VTOAOYIOTIKEG
QTOTNOELS, CILOVTIKN KATAVAA®GN Pviung Kot avénuévn Bepuikn eoption.

2.2.2 Exnaidogvon Ko Inference Xg LLMs

H exnaidoevon evog LLM ywpiletar cuvnBmg oe 600 @pdoelg: v tpo-ekmaidcvon (pre-training)
Kot ) Aemwtn puOon (fine-tuning). Katd tnv npo-eknaidevon, 1o povtédo Pertiotonoteiton 6ty
npoPreyn tov emduevov token oe tepdotion corpus kewwévov (self-supervised learning),
AMOKTAOVTOG YEVIKY YAWGGIKY] YVAOOT. AvTi 1 94 amottel TEpAGTIONG VTOAOYIGTIKOVS TOPOLG,
ocuvnBwg yaddec GPU/TPU eni gfdopddec M Uvesg, Pe KATOVOA®OT EVEPYELNG TNG TAENG TV
GWh.

H Aenm pvOuion (fine-tuning) mpocapprolel 10 mPo-ekTAOELUEVO LOVTEAD OE €EEIOTKEVUEVEG
epyooieg 1 domain-specific dedopéva. Teyvikéc onwg to RLHF (Reinforcement Learning from
Human Feedback) ypnoipomrotodvral yro eofuypappcn tov Hovtélov pe avlpamives TpoTIUnGELS,
evd 10 LoRA (Low-Rank Adaptation) peidver Spapotikd tov opfpd exkmodevopevmv
TOPOUETPOV KaTd TN @don fine-tuning.

To inference avagépetat ot EACT TAPAYOYNG OTOKPLONG Ao £va 10T EKTUOELUEVO LOVTENO.
e avtomaiivopopo LLMs (autoregressive LLMs), 1o inference axolovBei dvo @pdoels:

o Prefill (®aon Ilpoemeepyaciag): Emefepydleton ordxAnpo 710 prompt €16600v
TapIAANAa. Xe avTn TN edomn vroloyilovtot kot amodnkevovtar ot KV-caches (Key-Value
caches) vy kéBe token e66d0v. Ymoroyiotikd, eivar €viovn (compute-bound) AdY®
palikdv TpdEemv mvAaKoV.

e Decode (®don Amokmowkomoinong): IMapdyer éva token ™ @opd cvtomoivopoOU®C,
ypnowonowwvtog ta amodnkevuéva KV-caches. Xapakmmpiletar and €viovn e&dptnon
amd 10 €0pog {dvng pvnung (memory-bound), yeyovog mov ennpedlel onpavtikd v
KOTOVAA®ON EVEPYELOG.
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Xmv wpdén, n edon decode kvplopyel ot cLVOAMKN KotavdAwon evépyelag evog inference
artuotog. O Adyog etvar 6t to decode exteleitan pio opd yio kdBe mapayduevo token, evid To
prefill pia eopd avd aitnpa, ondte oe gpyacieg e GUVIOUO prompt Kot UEYAAN AmOKPIOT TO
decode xataiappdverl Tn peyain TAEOVOTNTA TOV XPOVOL Kot TNG evépyelag (BA. kot evotnta 2.4).
Av10 KaO10T4 TV €0PECN AMOSOTIKAOV TEYVIKOV PerTioTomoinomng g edong decode kpioung
onpociog.

2.3 Teyvikég Behtiotomoinong Yo Evepyerokd Amodotiko Inference

Koaboc n avantuén LLMs yivetar gvupitepn, m avalitnon TEYVIKOV TOL UEDMVOLV TO
VTOAOYIOTIKO KOt EVEPYELNKO KOGTOG TOL inference €£yel AdPel £viovo gpeuvnTiKO €VOLOQEPOV.
Baoucéc katnyopieg fedtiotomoinong meptiappdvouy tov KBavtiopod poviéAmv (quantization), tnv
amokom (pruning), tnv amndctaén yvoons (knowledge distillation), ™ dvvapukn KApdKoon
axpifeag (dynamic precision scaling) kot T1g apyrrektovikég Bertiotoromoets. O KPaviiopnog,
QITOKOTY KOl 1) QUVOLIKT KALLAK®ON akpifelag, mov e£eTalovTot Kol TEPOUATIKE TNV TOPOVGO
gpyooio, avorvovtal 61e£0dikd oTig emopeves voevotreg [13].

2.3.1 Kpavtiopég Movtérmv (Quantization)

O «kPavtiopds (quantization) omoterel pio and TG TO €VPEMG YPNCULOTOLOVUEVES TEYVIKES
Beltiotonoinong inference. Baciletar ot peimon g apBuntikig axpifeloc avamapdotoons
TOV TOPAUETPOV KO EVEPYOTOMGEWMV VOGS LOVTEAOV, cLVNO®G amd 32-bit 1] 16-bit floating-point
og aképatovg 8-bit (INT8) 1} 4-bit (INT4), pe otdyo ™ pelmon ™G WVAUNG, TNV ETLTAYLVOT TOV
VTOAOYIGUMV KoL TNV EE0KOVOUNOT| EVEPYELGS.

Ymapyovv dvo kopleg kotnyopieg KPavtiopov:
e  KPavtiopog petd mv Exnaidevon (Post-Training Quantization, PTQ)
o  KPavtiopog pe Entyvoon Exnaidevong (Quantization-Aware Training, QAT).

H PTQ gpappoletor oe NON eKTOOELUEVE LOVTELD YOPIG EMAVEKTOIOEVLOT, LETATPEMOVTOAG TO
Bapn FP32 g yaunidtepng axpifetag popeés. Adym ¢ amhdtnTog Kot TG amodoTikOTNTS NG,
amoterel v kvplopyn pnéBodo otig mapovceg viomomoelg LLM. H QAT evoopoatover ta
codipota KRBavtiopod ot ddkocio ekmaidgvomng, EmTLYYAVOVTOS VYNAOTEPT oKpifela o€
yopunAotepo bitwidth, adAd amaitel tpdcOeTo VITOAOYIGTIKO KOGTOC.

Inuavtikéc teyvikes PTQ v LLMs mepihapfavoov 1o GPTQ, 1o AWQ (Activation-Aware
Weight Quantization) xot 1o SmoothQuant. To GPTQ ypnowonolel TPooeyyloTiKég
BeAtiotomomoelg devTEPNG TAENS YO VO EAOYLIGTOTOMGEL TO. COAALATO OVOUKOTOOKEVNG OVl
oTpOUa, VD T0 AWQ AapBdvel vTOYN TV KATOVOUY| TV EVEPYOTOUCEMY Y10 VO EVTOMIGEL KO
Vo TpooTaTEVCEL TO Kpiota Bapn[14].

O kBavtiopdc pumopet vo eaprocTEL GE SLUPOPETIKA GTOLYELD TOV HOVTELOL: OTOKAEIGTIKA GTA
Bapn (weight-only quantization), ota Bapn kot tig evepyomomoels (W+A quantization), 1] Kot 6TOV
KV-cache. O kBavtiopdg amoxieiotikd Papov (weight-only) amotelel v mo dwadedopévn
npocEyylon o€ edge Ko mobile cuokeLEG, OOV 0 TEPLOPICUOG LVIUNG Efvar Kpiopog.

Mo ekteTapévn eumelpikn peaétn a&ordynong 28 kpaviicpévov LLMs tov Ollama framework
oe Raspberry P14 (4GB RAM) katédeiée otin PTQ pe Bapn 4-bit (g4 K M) emrvyyavel BEATio
wooppomio petalld Katavdiwong evépyelag, latency kot oxkpifelog oe resource-constrained
nepiairovtal15]. Ta amoteAéopata avédel&ay OTL LOVTELD [LE TEPIGCOTEPES TOPUUETPOVS LETA
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amd kPovtiopnd umopel vo vIePEYOVY HKPOTEPOV UN-KPOVTICUEVOV HOVIEA®Y GE 1G0ppomio
evépyeloc-akpifetog.

Mo e&ghypévn popoen kBavticpov givor o piktdg akpifelag kPavtiopdg (mixed-precision
quantization), OOV S1OLPOPETIKA GTPMOUATO 1] GTOLXEIN TOV LOVTEAOV YPTGLUOTOIOVV OUPOPETIKO
bitwidth avédAoya pe v evasbnocia Tovg ot peimon axpifelag. Avti 1 TPOGEYYIOT ETITVYYAVEL
KOAOTEPN 160ppoTio. HETOED OKPIPEOC KOl OMOJOTIKOTNTAG OE GYECN UE TOV OUOLOMOPPO
KBovTiouo.

[dwitepne onuaciag eivor n wpdoseatn vobBétmon popeav FP8 (8-bit floating-point) omd
ovyypovovg emtayvuvtés, omwg ot GPU NVIDIA H100. H popen FP8 mpocpépel duthdcio
amodoon (throughput) oe ocvykpion pe FP16, pe pewwpévn xotavoroon pviung €og 50%,
STNPAOVTOG TOPAAANAL IKOVOTOINTIKY aKPiBELD HEGH TEXVIKMY GTOOEPOTOINGNG Kol SUVOIKNG
KMpdxkmong[16].

2.3.2 Amokomi Nevpovik®v Atktvev (Pruning)

H anoxonn (pruning) veupmvik®v SIKTO®V OmoTEAE o KAOGIKT TEYVIKY] CLUTIEON S LOVTEA®V
OV AOCKOTEL TNV EEAAEWYT TTEPITTAV 1] ACTUAVIOV TOPOUETPOV, LEWOVOVTAS £TCL TO UEYEDOG
KOl TO VTOAOYIOTIKO KOGTOG YWPIG ONUOVTIKY amdAe amodoons. O apBudc omupociehoemv
oyetka pe pruning €xet Eemepdoet Ti¢ 3.000 yia v wepiodo 2020-2024[17], avadeikvoovtag To
£VTOVO EPELVITIKO EVOLAPEPOV.

Ot teyviKéC pruning KT yoplorotovvtol 6€ Tpio KHpla idn:

o  Mn-dounuévn amokonn (Unstructured Pruning): Aeoaipet pepovouéva Bépn onovdnmote
670 01KTLO, EMLTLYYAVOVTAG LYNAOVG AGYOVS apatdTNTOS (sparsity) pe eAdylotn andAeL
axpifelag. Qotdco, ywpic egedwevpévn vrootpiEn VAKOD, TO TPOKTIKE OQEAN
emtdyyvvong inference TaPOUEVOLY TEPLOPIGUEVOL.

e Aounpévn amokonn (Structured Pruning): Apoipel oAOKANpo GIATpa, KOVAAIA, KEPAAES
attention 1| otpdpata, Tapdyovtag Tukva (dense) kot dupeca emroyvvopeva poviéia. H
puébodog LLM-Pruner, vy mopddetypo, evtomilel cvotddeg vevpovev pe Paon Tig
E0MTEPIKES EEOPTNOELS KO patpel OGES EXOLV YOUNAT ONUOGTO Y10, TO TEAIKO OTOTEAEGLOL.

e  Hu-dounuévn amoxonn (Semi-Structured / N:M Sparsity): Anotelel copPifoacpd petald
TV 600 TponyoLUEVeVY Katrnyoplov. EmPBaiiel apoidtnta oe opddeg d1adoyikdv oapdv
(.. 2:4 sparsity: 2 undevikd ava 4 fapmn), ETTVYXEAVOVTOC TPAKTIKY| EXITAYVVGT GE DAKO
oL VLOGTNPilel avtd o TpdTLTOo, Otwg ot GPU NVIDIA Ampere ko Hopper.

E&éyovoec pébodor unstructured pruning yio LLMs mepihappdvovv 1o SparseGPT, 1o omoio
EMADEL TO TPOPANUO  ONMOKOTMNG G TPOCEYYIOTIKY  OVOKOTAGKELY,  apaldTnTag YOpig
enaveknaidogvon, kol o Wanda, mov agloloyei 1t onpacio tov fapdv Aapfdvovtag vrdyn t6co
T0 P€YeBHS TOVG OGO KOl TIG AVTIOTOXES EVEPYOTTOMGELS €16000V. Epmelpikd, éxet Bpedel 6t 50%
apoatdtnto oe peydio povréda (my. LLaMA-65B) umopel va emtevybel pe eAdyiotn ammAign
axpifelog oe zero-shot epyaciec.

210 TAOIC10 EVEPYELOKNG OTOOOTIKOTNTOG, TO pruning Umopel vo, HEWMOEL TNV KATAVAAMON
evépyelog katd 6—25% o€ naive AGELS, oV Kot EMOETIKES LOPPEG OTTOKOTNG UTOPEL VO ETPEPOVV
onpovtikn vroPadon akpifetoc.
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["a tov Adyo autd Exovv Tpotabel Kol TPOoEYYIGEIS energy-aware pruning, ot 0oieg ENAEYOLV T
otoyyeio TPOG apaipeon Le KPITHPLo dpeca v Katavadilmon evépyetag tov LLM [18].

2.3.3 Dynamic Precision Scaling

H Avvopikn Khapdkoon Axpipelag (Dynamic Precision Scaling) avagépetal otn dvvatdtnta
Tpocappoyng tov bitwidth vroroyiopudv katd 1 Obpkelo tov inference, avdioyo pHe Tig
amoutNoelg okpifelag, Tov S100£010 VTOAOYIGTIKO TOPO 1) TIC Oepikéc/evepyelakés cuvONKeG. Xe
avtibeon pe Tov otatikd KPOVIIGHO, OVTH 1N TPOCEYYIoN EMITPEMEL TV TPOCOPLOCTIKN
e€looppomnon HeTalh akpifelag Kot amodoTIKOTNTAG G TPOYUATIKO XpOovo[19].

XOyypovo LLM inference frameworks (6nw¢ to VLLM kot 1o TensorRT-LLM) vrootnpilovv
pktn akpipeta (mixed precision), 6wov d10POPETIKA EMineda 1 pdoelg Tov inference exteAovvTal
pe dtapopetikn axpifeta. o mapdderypa, n eaon prefill Tov elvar compute-bound pmopei vo
extedeotel pe FP8, evd gvaicOnteg Aettovpyleg 0mmg to Softmax oto attention diatnpovvtal 6
FP32 v Adyovg apBuntikng otabepdnroc.

H pébodog PMPD (Progressive Mixed-Precision Decoding) amoteiel éva yopaxtnpiotikd
TAPASEY IO SUVOUIKNG KAMPAK®OONG: xpnotponotel vynAotepn okpifeia otn @don prefill kot
YopunAoTEPN oTN Aon decode, VD LELOVEL TPOOSEVTIKA TNV akpifeia G0 TPoY®PA M TOPAY®YN
g akoAovdiog, pe ypovompoypappotiotég (schedulers) mov amopacilovv wote Ba yiver Kabe
petéfaocn. Me tov 1poémo avtd peidvetat to péco bitwidth kot avEdvetan onpavtikd n taydTNTo
o€ oyéon pe povieda fploé, yopic ccOnt andielo wodtntog.

H avantuén tov FP8 ¢ tuvmomompévng popeng oe ovyypovovs GPU emtoyvviéc amotelel
onuavtikd Prpo dSvvopikng kKapdkmong akpipetag. H popen E4M3 ypnowponoteiton yo to
eunpocOia Papn Ko Tig evepyomooels (vymidtepn akpifeta, meplopicpévo dynamic range), Evad
n ESM2 anodideton ota onmicba gradients (evpOtepo dynamic range, younAdtepn axpifeia). Avtr
N VPPN oTpatnyikn emtpénel exmaidocvon kot inference pe FP8 pe avénon anddoong émg 2
KOl LELOUEVT] KOTOVOAMOT LVANG.

H dvvapum «hapdkoon axpifeiog dev mepropiletal 610 AOYopIKO. Xe eMimedo LAKOD £xel
€QupUOoTEL Kl o€ povadeg moAhamAactacov-cuoompevons (MAC) emTayuvidV VELPOVIKAOV
OKTO®V, 0oL N axpifeta v Tpdéemv Tpocapproletor Suvapkd OoTe va peltwbel n Katavaiwon
evépyewog [20]. Zuyyevig 10éa givon ot texvikés DVFES (Dynamic Voltage and Frequency Scaling),
01 omoieg TPocapUOLOVV TNV TAGT KOl T GLYVOTNTA AELTOVPYING TOV LAKOD, Y10 TAPADELYLLO TOV
GPU, avdroya pe to goptio kat tn @don tov inference [21]. H napatipnon o6t n edon prefill
elvar compute-bound kot enopévag vaicntn ot cuyvotnta, evd N edomn decode givor memory-
bound ko Atydtepo gvaicOntn, emtpénetl phase-aware DVFS moMtikég e onuavtikd evepystokd
0PEN.

2.4 Thermally-Aware ko1 Energy-Aware Inference

[Tépav TV teXvIKOV odyoplOuikng Pedtiotonoinong, n Bepuikn dwoyeipion kot 1 evepyslokn
eMlyvaon amoTeAoVV KpIoUES S100TAGELS Yo amodoTikn avantuén LLMs, 160 o data center 660
kot o€ edge GLoKEVEG.

Ta GPU ovotmjpata mov extedobv LLM inference mapdyovv onpavtikn Ogppotnra, n omoia
wpénel va. Tapapével evtdg aoceoriav opiov. o tic GPUs NVIDIA A100 kow H100, to 6pto
Beppokpaciag tumkd kvpaivetor otovg 85°C. YmépPaon avtov TOoL Opiov gvepyomolel To
Aeyopevo thermal throttling: 1 GPU pewovel avtopata m cvyvotnto Aetovpyiog yio vo LEUDGEL
) Oeppomapaymyn, e AUECES EMMTMOGELS GTNV ATOO0CT Kol TNV TOLOTNTO LI PECIAG.
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‘Eva ovomuo Thermally-Aware Workload Scheduling (TAWS) Swayepileton ta inference
workloads Aapfdvovtag vrdym Oxt HOVO TIG VITOAOYIOTIKEG AMOUTNOEL, OAAG Kot Tn Oeppuxn
Katdotoon kdfe GPU kot to yoktikd mepipdirov. To TAWS dwtvndveror g dtadikacio
anopaong Markov (Markov Decision Process, MDP) mov e€icoppomet k6oTog Wyoéng, evepyelaxn
KatavdAiwon inference kot dtakdpovon SLO (Service Level Objectives).

To oVotqua TAPAS (Thermal- and Power-Aware Scheduling for LLM Inference), mov
avantoyOnke ywo cloud platforms g Microsoft Azure, emdeikviel TG 1 TopaKOAOVONON
Beppokpaciag e166oov oe yAadeg GPUs (A100 ko H100) eni tpiunvn mepiodo pmopel vo
tpoodotnoel €umvn tomoBétnon workloads [22]. Ta amoteléopatd Tov avadElkvHoLvV
ONUOVTIKES avopolopopeieg Beppokpaciog petald ddpouwmv, racks kol Bécewv evidg racks,
YEYOVOG IOV emnpedlel Gueca TNV amod0TIKOTNTA TOV YUKTIKOD GUGTILLOTOC.

Y& ovotiuota DVFES ywa energy-efficient LLM inference, £yet deyybet 6t 1 duvapikr pvduion
g ovyvotrag twv GPU, Tov apBpod tov instances Kot Tov TopoAANAGHOD TOV HOVTELOL, UE
mpnon tev otdywv latency (SLO), pumopel va peidoel v Kotavaloon evépyeslag evog cluster
LLM inference xatd 53% [21]. Xvykekpipéva, n mapatiypnon 6t n edaon decode eivor memory-
bound emitpémel peiwon cvyvotrag ympic onuavtiky enintmon oto latency, eved mn compute-
bound prefill amattel vyMAdTEPEG GUYVOTNTEC.

Y& mobile kot edge cvotpata, n dvvapkn dwyeipion cvyvomtog enekteivetoan oe CPU, GPU
Kot pvnqun tavtdypova. H ave&dptnmn Asttovpyio tov tpidvv DVFES controllers (CPU, GPU,
memory) Y®pig suvTovicld pumopei vo 001 yel 6€ VTOREATIOTN evepyelakT) amodoTikdtnta. ' Epguvec
&xovv avadeietl 6Tt 0 cvvtoviopuévog Eleyyog DVFES e eninedo cuotmuotog umopet va PEIDGEL
oNUAVTIKE TNV KoTavaioon evépyelag katd to LLM inference oe xivntég cuokevéc, ywpig
a1oOnt enintwon oto latency. Xe kivntég GuoKeVEG Exel emiong petpnBel 0TI M evépyela TG Pdong
decode sivor 16 ¢ 26 popéc peyarvtepn and avt tov prefill, kot 01t n KATIAANAN emioyn
mopnveov CPU katd to decode peudver v evépyeta katd 23% yopig emPpadvvon [23].

H energy-aware inference exteivetot Kot otn dtayeipion batch size, otov apBuo gvepymv servers
Kol 0TOV TPOmO Opopordynong ortmudtov. H avEnon batch size PBeitudver v evepyeloxn
amodotikdtTTa ava token mg €va onpeio kopeopov: avénon and 32 oe 256 tokens avda batch
umopel va. Petdoel T evépyeta ava token katd ~25%, evd mépav auTov ToL 0PEAN EE0VTAOVVTAL.
[Mopaiinia, o cvotua GreenLLM towv Liu et al. (dtapopetikd amd t0 OUdOVLUO GOCTNUO
energy-aware pruning tng evotntag 2.3.2) eAéyyel xopiotd t ocvyvotro s GPU otig pdoeig
prefill kot decode, pewdvovtog tn cuvoAikn evépyela €o¢ 34% o€ oyxéon LE TOV TPOEMAEYUEVO
unyxaviopd DVFES, yopic andieio throughput [24].

H Bepeldong katavonon tov Beplikdv kol evepyelokav duvapkoy Kotd ) dwpkeie LLM
inference, OTMC TOPOLGIAGTNKE GE AVTH TV EVOTNTA, OLALUOPPAOVEL TO LTOPAOPO Y1 TNV AVATTLEN
cvomudtov Thermally-Aware kou Energy-Aware Inference, kevipwd 0épo g mapovoog
gpyaciog.
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3° KegpdAaio: Mepiypaen Zuotiuarog YAIkoU (Hardware)

3.1 YAk6 Tov ZvoTipatog

310 TAiG10 TNG TOPOVGOC TTVYIKNG EPYACING, Yol TNV VAOTTOINGT Kot aSloAdYNoN EVEPYELNKA
amodoTIKOV pebddwv extéheonc Meydhov INwoowkdv Moviéhov (Large Language Models,
LLMs) o€ cvotiuoto TEPOPICUEVOV TOPWV, YPNOUOTOMONKE ©C TAATEOPUO VAIKOD TO
Raspberry Pi 400. H cvykekpipévn ocvokevn emiéyOnke Aoy® Tov yopuniov kOGTOVS, TNG EVPEing
dafecdOTNTOC, TNG TEPLOPICUEVIG KOTAVAAMGNG EVEPYELNG KOl TNG OVTITPOCOTEVTIKOTNTAS TG
¢ oOyypovn embedded/edge mAatpdppa.

To Raspberry Pi 400 amoteAel Evav AP LTOAOYIOT] EVOOUATOUEVO GE TANKTPOAOYIO KOt
Baciletar oe apyrtektovik] ARM, yeyovog mov 1o kabioTtd 110iTePO KATAAANAO Yo TN HEAETN
EKTELECNC VTOALOYIGTIKA OTOTNTIKAOV EQApLOY®V, OTtmg to. LLMS, og mepiBdAlovta pe ovotnpong
EVEPYELNKOVS KOl VTOAOYIGTIKOVG TEPLOPIGLOVE.

3.1.1 Xopoxktnprotikd YAIKov
Mivaxag 1: Xopaktnprotikd YAko0

Yo Movtého Teyvikd XopakmmpioTikd
EneEepyaotng Quad-core ARM Cortex-A72 - 4 Tvpnveg
(CPU) C Survd A f
xvomta  Agtrtovpyiog g
1.8GHz
Mviun RAM 4 GB LPDDR4 - 4GB Mvnun
- 1600 MHz Zvyvémta
- XapnAng loyvoc
Amobnkevtikdg SanDisk Extreme Pro microSDXC - 64GB Amobnkevtikd Xmpo
Xobpog 64GB - 90MBY/s Taybvmra Eyypaenc
- 200MB/s Tayvmta
Avéyvoong
Tpogpodooia Méow Bvpag USB-C - Eiocodog 5V

3.2 Ynohoyrwotikoi kot Evepyeroxoi Ilepropiopoi Tov Xvoetipartog

H extéleon LLMs og cuotrpata meploptopuévev mopwv énwg to Raspberry P1 400, cuvodedetan
amd ONUOVTIKODG VLTOAOYIGTIKOUG KOl EVEPYELWNKOVG TePoptopovs. Ot meplopiopol avtol
amoteAoVV Pacikd mapdyovia mov emnnpealel TO6o TV omddoon 060 Kal TN PlOcUOTNTA TNG
extédeong T€Tolv Hovtélmv o mepiBdAiovia edge kot embedded computing. H katavonon kot
N a&0ToiNoN ALTOV TOV TEPLOPICUOV Eival Kpiotun, Kabmg 1o KOplo avtikeipevo peAétng etvai n
BeltioTonoinom G EVEPYELNKNG ATOJOTIKOTNTAG Kot OYL 1 LEYLGTH VITOAOYIGTIKY OTOS0GN.
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3.2.1 Yrnoroyrotikoi Ilepropiopoi

[Tepropiopévn Ymoroyiotikn loybg CPU

To Raspberry Pi 400 6100étet tetpamvpnvo eneepyacti ARM Cortex-A72, o onoiog, av
KOl ETOPKNG YO YEVIKNG YPNONG EPOUPUOYEC, OEV €lvol OYESIOGUEVOS Y10, EVTATIKEG
apluntiég mpdéelg peyding kAipaxkog, 0nme avtéc mov amattovvtar amd too LLMs. H
amovoio eEgdkevpévov emtayvvtn (m.y. GPU 1 NPU) xabiotd v ektédeon tov
VELPOVIK®OV VTOAOYICUADV AmOKAEISTIKA €vBOVN g CPU.

Q¢ amotéAecua:
— H toydra inference eivon meproptopévn,

— H mAqpng a&lomoinon OAwv tov mopnveov odnyel oe avénuévn kKotovaAmon
evépyelog kol mapotnpeital ovénuévog xpoOvVoc OmOKPIoNG CE CLYKPION LE
1GYVPOTEPO GLGTILLOLTAL.

[Tepropiopévn Awwbéoium Mviun RAM

H dwbéoun pviun RAM tov cvomipatog avépyetor ota 4 GB, ex tov omoiwv éva
ONUAVTIKO LEPOG KOTAVOADVETOL OO TO AEITOVPYIKO CUGTNIO Kot TIG PACIKEG dlEPYACIES.
Ta oOyypova LLMs, axoun kor o oyetikd pikpd peyédn mopopépov, omortovv
ONUOVTIKO OOTOTMLO LV UG V1oL

—  Ta Bépn Tov povrérov
— Ta intermediate activations
— Ta buffers xotd To inference
Q¢ Amotéleopa:
- Ymapyet advvopio @OpTmons HoviéAmv TApovg axkpifelag peydiov peyéboug
—  Ymapyet avaykn xpnong TeXVIKOV HEimong Lvnung
[Tepropiopol Apytrektovikng ARM

H apyrtektoviky ARM, mopdtt gvepyelakd amodoTiky, mopovctdalel Tepoptoovs G€
oyéon pe TV vwootnplEn opopévav PBiplobnkav kot Peltictomom|cemy mov givat
TEPIGGOTEPO AVETTVYUEVEG Y10 X86 cuatnpata. Avtd ennpedlet:

—  Tnv anddoon TV aplOunTIKOV TPASE®V YOUNANG oKpiBelog

—  Tn dwbeopdmra tAnpag Pektictoromuévav kernels yio LLM inference

3.2.2 Evepyswoxoi Ilepropropoi

[Tepropiopévog Evepyeraxdg [Tpotimoroyiopog

To Raspberry Pi 400 Aewtovpysi pe younAd evepyslokd mpodmoloyiopd, kabdg
tpopodoteiton pécw Bupag USB-C ota SV. Topdtt 1 GUVOAIKY] KATAVIA®OOT EVEPYELNG
elvar yapnAn oe ovykpion pe desktop cvotruata, 1 extéheon LLM inference pnopet va
00NYNOEL GE:

—  ZnNUovTikég oTrypaieg avENoELg KOTovIAMoNG 10(00G

—  Zvveyn vynid eoptio CPU
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—  Mewopévn evepyelokn amodoTiKOTnTo
o Xyéon Amddoong ko Katavaimong Evépystog

Y& ovotiuota 0ntmg to Raspberry Pi 400, n avénon ¢ vroAoyiotikng akpifelog (m.y.
FP16 avti INTS8) odnyei oe:

—  peyad0tepn xprion uviung

— avénuévn katovilmon evépyelag ovdé inference, A0y peyaAdTEPOL YPOHVOL
EKTENEOTC

Avrtioctoyya, n peiowon g axpifelag pmopel vo HEIDOOEL CNUAVTIKE TNV KOTOVAA®OOT
EVEPYELNG, €1G PAPOG OLMC TNG TOLOTNTAG 1) TNG OTAOEPOTNTAC TOV AMOTEAECUATOV. AVTN N
oxéomn dnNUovpYel TNV AvAyKT Yo SVVOUIKES TPOCEYYIGEIS TPOCSAPLOYNG aKPIPELNG.

3.3 vomqpa Métpnonc Katavaimong Evépyelag

Mo mv a&omot a&loAdynon TG EVEPYELNKNG OTOSOTIKOTNTOS TMV JLOPOPETIKMY HEBOI®V
extéheong LLM, eivor amopaitnm n akpiprig pérpnon g KatoviAmong evéPYELNS KT T
dugpketla Tov inference. Xtnv mapodoa epyacio ypnoiponoteiton eEmtepikds aoOnmpag HETpnong
woyvog, o Atorch UD18, o omolog emtpénel t pérpnon tng otrypuaiog tdong (Voltage) kot
pevpatog (Current) mov Katavaidvel To Raspberry Pi 400 oe mpaypatikd ypovo.

H ypnom e€otepucod arcntipa emléydnke dote va dtacpoiotel ) aveEaptnoio kot 1 akpifeta
TOV LETPNOEWMV, OTOPEVYOVTOS TNV EMIOPACT] AOYICUIK®V EPYOAEI®V EKTIUNONG KATAVAA®DGCNG TTOL
ovyva Bacifoviot e mpoceyyioeig N povtéda. Me tov arcntipa va Asttovpyet ave&aptnto omd
T0 Aoywopuikd inference, ot pHETPNOELS AVTIKATOMTPILOVY TNV TPOYUATIKY] KOTOVOA®GY TNg
GLGKELNG GUVOALKA.

3.3.1 Ileprypa@r Tov Atorch UD18

O Atorch UDI8 sivan évag eEehrypévog asntpag pé€Tpnong 1oxbog vyming akpifelog pe
evoopatopévn emikotvavio Bluetooth. Xvvdéetor 6to USB-C 1po@odotikd KaAddto LETAED TOV
TPOPOOOTIKOV Ko TG BOpag tpopodocioc USB-C tov Raspberry Pi 400, petpdvtag tnv GUVOAIKY)
KataviAmon 1oyvog g cvokevnc. H emkowvovia yivetoar acvppata pécw Bluetooth RFCOMM,
EMTPEMOVTAG GTO AOYIGUKO TopaKoAovOnong va Aappdverl petproelg ancvbeiog omd tn GLGKELN
Yopic kapio euoiky cuvdeon 6to Raspberry Pi.

Iy

ATORCH g

Ewova 1: Atorch UD18
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H ovokevn mapéyet Tic akdAov0eg Pacikéc petpioeic:
*  Téon Tpogodoaciog (Volt)
*  'Evtaon Pevuatoc (Ampere)
o Zrywwoio Hiektpikn Ioydg (Watt)

To dedopéva PeTpoewV HETAOIOOVTOL € €OIKA dvadikd mokéto péco tov Bluetooth. To
Aoyopkd Tapakorovnong (energy logger.py) swafalet kdbe maxéto mg raw bytes kot e&dyet T1g
TIWEG 10YVOC LECH cLYKEKPIEVMY byte offsets: 1) téon AapPdvetar and ta bytes 4—6 (uint24/100),
T0 pevpa amd ta bytes 7-9 (uint24/100) kou 1 100 and ta bytes 22-25 (uint32/1000).

H derypatonyio yivetar pe pvbud mepimov 1 Hz wor ov tiuég evépyelag vmoroyilovion pe
tpomeloedn OAOKANP®OT TNG 1OYVOC WG TPOG TOV TPUYUATIKO ¥pOVO HETAED TV JEIYUATOV Yo
va AneBel n cuvolkn kotavaioon evépyelag og Joule.

3.4 Xvvoeoporoyio Kor Aldypoppo XoGTIHoTOS

H ocvvdeopoloyio Tov GUGTHLOTOC VAOTOEITOL OGTE VO EMITPEMEL T UETPNOT TG KATAVAA®GNG
evépyelog yopic va emnpedlel TNV KAVOVIKY TpoPodocia g cvokevns. O aicOntpag Atorch
UDI18 tomoBeteiton peta&d tov tpogodotikod USB-C kot tng Bpag tpopodociag tov Raspberry
Pi 400, emrtpémovtag Tn pETPNON OAOKANPNG NG KOTAVAAW®GONG 16YV0G TNG OULOKELNG,
ocvpnepirappavopévev mg CPU, tng pvnung kot tov Aowmdv cuotatikov. H enucovovia yiveton
pécm Bluetooth RFCOMM (sudo rfcomm connect 0 AA:B4:0A:65:EA:6D 1), emtpémovtog
cuveyn AMyn ULETPNCE®Y GE TPAYULOTIKO ¥pOVOo KoTA TN dbpkela ke inference run. H xopua
tpopooocio tov Raspberry Pi mapéyeton kavovikd péow tpopodotikov USB-C, 10 omoio
TPoPodoTel ev oepd tov atsOntpa UD18 kot 61 cvvéyewa 1o Raspberry Pi. 'Etot o ausOntipog
HETPE TNV TANPN KOTAVAAMOT TOL GLGTNUATOS, EVD 1 AYN TOV OEOOUEVOV YIVETOL OGVPLLOTOL
péco Bluetooth oto 1610 0 pnydavnua yopic emPdpovon oto USB dlavro. H cvykekpyiévn
odrtaln emutpémel T oOykplon OpopeTikdv pedddwv inference vrd otabepés cuvOnkeg
Aertovpyiog, dtac@oiilovtag TV aSlomIoTio Kot TV OVOTopay®YUOTNTO TOV OTOTEAEGULATOV.

Raspberry Pi 400 !1

5V DC (measured) > USI'E’C FEmz : _
nput {5V} ! =
— ¢ . S8H/ WiFi {F;%’:_'Lal'.mﬂ
Ve N i Atorch UD13 S5H (headless) : clen
AC Mains ) ‘ 5v Do—P {USB-C inline experiment_runner.py :
| —AC - — - N
(100-240y) ¢ P "lf l,] power meter) :
— 7 vssAFor | [
(Host)
USE-C Power Adapter J energy_logger.py
(5V DC Output) {reads UD18 via BT)
Micro HDMI
(Vide Out)

Ewéva 2: Zovdosoporoyio & Atdypoppo T6THROTOS

Anprrpng Batovong
17



Melérn ko Avarroén Evepyeioxd Amodotikadrv Meboowv Extéleons Generative Al (LLMs) oe Evowuotwuéva.
2votiuota Xouniav IHopwv

Ewova 3: Zootnpa

Anprrpng Batovong
18



Melérn ko Avarroén Evepyeioxd Amodotikadrv Meboowv Extéleons Generative Al (LLMs) oe Evowuotwuéva.
2votiuota Xouniav IHopwv

Anprrpng Batovong
19



Melérn ko Avarroén Evepyeioxd Amodotikadrv Meboowv Extéleons Generative Al (LLMs) oe Evowuotwuéva.
2votiuota Xouniav IHopwv

40 Ke@daAaio: MNMeprypaen AoyiouikouU (Software)

4.1 Emioyn I'Lwooav Ilpoypappatiopov

['a v viomoinon kot aloAdynon LLMs ce embedded mepipdriov, emA&yOnkay o1 YAOCGES
Python kan YAML (YAML Ain’t Markup Language). H ertloyn avt Baciotnke o€ kpitipia mov
oyetilovionl Queco pE TN @QUON TOL TPOPANUATOS, TOVG VTOAOYIGTIKOUS KOl EVEPYELNKOVG
TEPLOPIGHOVS TOL GLOTAUOTOC, KOOMG KOl TIG OMOUTHOELS TEPOUATIKNAG OE0AOYNONG Kot
EMOVOANYLOTNTAG.

4.1.1 Python

H Python &ivon m mio 0100€d0UéVT] YADGGA TPOYPUUUATIOUOD GTOV YDOPO TG Mnyovikng
Md&Onong kot twv LLM. BifAo6rkeg énwc o1 PyTorch, Transformers (Hugging Face) kot NumPy
TPOCOEPOLY TTANPN VTOCTNPEN Yo POPT®ON, eKTEAEST], KPavTiopnd (quantization) Kot pruning
povtédwv. H dmapén oavtodv tov epyaieiov kabiotd ekt TNV VAOTOINGN TPONYUEVOV TEXVIKOV
eVEPYELOKNG PeEATIOTONTOINONG YOPIG TNV aVAYKN XOUNAOD ETTEGOV TPOYPOUUATIGLLOD.

[Tapotin Python dev ivar yYAdooo yopuniov emumédov, ivar wwaitepa dadedopévn oe embedded
Linux cvomuarto 0nwg 1o Raspberry Pi. H gvkoMa eykatdotaong, n ocvpPatdémmra pe ARM
apyYITEKTOVIKN Katl 1 dafeoiudtra Etolpnmv PiAodnkdv emitpémovy ypryopn ovamtuén kot
aomotn Aettovpyia, akdpo kot oe mepPdriovia pe meplopiopévovg mopove. Emmpochera
wpooépel Pipiodnkeg 6mmwg to psutil yia v moapakorovnon CPU kot RAM, kobmng kot
Bprobnkeg ya emkowvovia pe eEmtepikés cuokevéc pétpnong evépyetag (Atorch UD18). Avto
EMETPEYE TNV VLAOTOINGCT €VOG OAOKANPOUEVOL GLGTNUOTOS GUAAOYNG UETPNOE®V Y®PIG TNV
avaykn eEmtepkav epyaleinv 1 moAvTAoKwV drivers.

TéNog, dedopEVOL OTL M TAPOVCO, TTTVLYLOKT EXEL EPELVNTIKO YOPOKTNPA, N KaBapn doun Kot M
avoyveOoIudTTe. Tov Kddwka eivar wwaitepa onpavtikés. H Python emutpéner v vAomoinon
oovBetng Aoywmng (m.y. Dynamic Precision Scaling) pe ocoer kou xotavontd TpoOmo,
OLELKOAVVOVTOG TOGO T GLVTHPNGT OGO KOl TNV AVOTAPUY®YN TOV TEPUUATOV.

4.1.2 YAML

H yprion apyeiov configuration YAML emitpénet tov KaBapd doxwpiopd tng AOYIKNG Tov
KOOKo omd TG moapapétpovg TtV mepopdtov. I[IAnpogopiec 6mw¢ ta poviéAa mov Ha
ypnoonombovv, ot pébodot inference, ta prompts, o aplBuog emovainyewv kot to paths
amofnkevong opilovror eEmTePd, YWPIG Vo AmonTEITOL TPOTOTOINGT TOV KMOTKOL.

EmuAéov, n duvatdmta amobnkevong OA®V TV TapapéTpoV VOGS TEWPAUATOS G £Vo. apyElo
YAML ocvuPdiier kaBoploTikd oty €TGTUOVIKY gykvupotnta ¢ mTuylokns. Kdabe meipapa
umopet va emavainedel axpiPog pe Tig 1d1eg pubuicelsg, kdtt daiTepa CNUAVTIKO Yo T GUYKPLIOoT
EVEPYELOKADV KL DVTOAOYICTIK®OV LUETPIKMV.

4.2 BiphroOnkeg kan IThaicro Avantoéng

o v vAomoinon tov k®oKa emAéydnke éva ocbvoro gpyoreimv kot PBiArodnkdv mov
KOADTTOUV TOGO TIC OVAYKEG OVATTLUENG AOYIOUIKOD OGO KOl TI OMOLTNOELS EKTEAECTG,
nmopakorovdnone kar agoddynong twv LLM. Idwitepn éupaon 800nke ot otabepotnta,
cvoppotomra pe ARM apyltekTovikn Kot T SuvaTtOTNTO AETTOUEPOVS EVEPYELOKTG AVAALONG.
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4.2.1 Microsoft Visual Studio Code

Q¢ Paokd mAaiclo avamtuéng emhéyOnke to Microsoft Visual Studio Code (VS Code). To VS
Code amoteret Eva eAa@pV aALd 16YLPO TEPPAAAOV AVATTUENG, 1010HTEPO OLAOEDOUEVO GTOV YDPO
g Python kot g Mnyovikig Mabnonc. [opéyer mponyuéveg dvvotdmreg Onme dloyeipion
£PYOV, EVOOUOTOUEVO TEPUATIKO, EAEYYO EKOOGEMV KOl VTOGTNPIEN EIKOVIKOV TEPPOAALOVI®OV
(virtual environments).

H emloyn tov VS Code kpifnke katdAAnin kabdg emtpénel v avamtuln Kot Tov EAEYY0 TOL
KOOKA TOCO GE€ VIOAOYIGTH 000 KOl GE AMOUAKPLGUEVO cVGTNA, Ows To Raspberry Pi, péow
SSH. Mg tov 1pomo avtd dtevkoAbvetal n avdmtoén, 1 aroceaipdtoon (debugging) kot n
GULVTIPNOT TOL KOJIKA, Y®PIG Vo amotteiton dpecn epyosio mave 6T GLGKELT-GTOYO.

4.2.2 Baowkég BipaoOnkeg Mnyoavikis Madnong kot Inference

e llama-cpp-python H BiAio6nkn llama-cpp-python anotérece to kKevipikd framework yia
v ektédeon inference oto Raspberry Pi 400. Ilpoxerton yw Python bindings tng
BiBAobnkng llama.cpp, | onoio vAomolel Bedtiotomromuévo CPU inference yio povtéia og
popen GGUF. H gykatdotoon £ywe pe evepyomompévn ) onuaic CMAKE ARGS="-
DGGML NATIVE=on", emtpénovtag m ypnon t@v NEON S10vuGHOTIKGOV EVTOADY TOV
ARM Cortex-A72 o péyrom amodoon. H Biprodnkn vroompiletl eyyevag t16co FP16
000 kot Q8 0 (INT8) povtéha péow tov format GGUF, yopic va amatteitor GPU 7
€EEOKEVLEVOG EMTAYVVTIG.

e PyTorch (torch) ko torch.nn.utils.prune To PyTorch ypnoyoromOnke amoxieiotikd
010 otddlo mpoetoaciog Twv poviéhwv oe Windows PC, 6yt oto Raspberry Pi.
2uyKekpEva, 1 voPiPAtodnkn torch.nn.utils.prune ypnoiporomOnke yio v €Qoproyn
unstructured L1 pruning oto ypoppukd emimeda tov poviéAov pe mocootd 30%,
punodevifovtag Tic AyoTePO ONUOVTIKEG TOPAUETPOVS Ywpig emaveknaidevon. Ta pruned
povtéda otn ocvvéyewn petatpdnnkay oe poper] GGUF ko petapépbnkav oto Pi yw
inference, eEapdvTag €161 TNV EXPAPLVCT TOL pruning amwd TIG LETPTGELS EVEPYELAGS.

e Transformers (Hugging Face) H PiioOnkn transformers ypnoipomomnke emiong
anokAelotikd oto PC yio tn AMyn kot eoptwon tov pretrained poviédwv (TinyLlama-
1.1B, Llama-3.2-1B, Qwen2-0.5B) an6 to Hugging Face Hub, xafd¢ kot yio tn petatponn
toug oe poper) GGUF péow tov epyareiov convert hf to gguf.py tng llama.cpp. 1o
Raspberry Pi dev ypnowponon|dnke kaborov, kabng to GGUF format etvon mAnpwg popntod
KoL aveEapTNTO APYLTEKTOVIKNIG,.

4.2.3 Biprodnkeg IMapaxorovOnong kot MeTpfiicemv

o 1™ ovAAoyr] HETPIKOV amdOOoNC Kol KOTOVAAMONG EVEPYELNS YPNOLOTOm|OnKay
eedcevpéveg Pipatodnkeg cvomuoatoc. H mapakorovdnon CPU yivetan péom g Piodnkng
psutil (cpu_percent) 6e mpaypatikd ypovo, eved n puétpnon RAM yiveton pésm tov /proc/meminfo,
ypnowonowwvtag to MemTotal kor MemFree 7y tov vmoAoyilopd 10V TOGOGTOV
ypnoworoovpevng pvnuns. H emkowovio pe tov awoOnmpa Atorch UDI8 yiveton péow
Bluetooth RFCOMM mov ekBéter po ogipoxny ovvoeon oto /dev/rfcommO, tnv omoio t0
AoyloKo avoiyel péow g PAtodnkng pyserial (9600 baud).

Kdabe maxéro petpioemv avaivetor og raw bytes pe cuykekpiuéva byte offsets: téon and bytes
4-6 (uint24/100), pedpa anod bytes 7-9 (uint24/100) ko 16y0¢ amd bytes 22-25 (uint32/1000). O
LETPNOELS QVTEG OMOTEAEGAV TN PACT Y10 TOV VTOAOYICUO TOV EVEPYEINKMV UETPIKAV, OTMG 1
GUVOMKT KoTavdAmon evépyelag oe Joule kat 1 evépyela ava mapayouevo token (J/token).
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4.2.4 Yrnootnpiktikég BifloOnkeg

Souminpopatikd, ypnoporombnkay Pipiobnkeg yevikoh okomod Onmg ot time, threading,
subprocess kot yaml. H BiAioOnkn time ypnoyomomnke yuo 1t pétpnon g odpkelag kdbe
inference run, eved m threading emétpeye ™ GLALOYY LETPNOEMV EVEPYEWNG Kot 0mdO00NG GE
TopdAANA0 VLo Kotd T didpkela Tov inference, ywpic vo ennpealetor 1 EKTELEGT TOL LOVTEAOV.
H Biprodnkn subprocess a&lomombnke and tov orchestrator (experiment runner.py) yio v
ekkivnon kéBe inference run wg aveEdptnn diepyacio, S10cQAAILOVTOG TNV TANPY ATOSECUELCT
PvAUNG HeTall 100y k®v HeBOdwV.

H yaml ypnopomomOnke yia m dtayeipion g TEPAUATIKNG Stopdppmong (LovTEAa, prompts,
apBudc runs, max tokens) pécw tov apyeiov config.yaml. Téhoc, n matplotlib ypnoyomomOnke
YlOL TNV OMTIKOTOINGT TOV AMOTEAECUATMV, TAPAYOVTOAS YPOUPTLATO GUYKPIONG EVEPYEINKOV KO
VTOAOYIOTIKOV PETPIKMV HETAED HeBOO®V KOl LOVTEA®V.

4.3 Ileprypagn Koodwa

2NV TOpovc EVOTNTO TEPTYPAPETOL AVOAVTIKA TO AOYIGHIKO TOL avarTuYOnKe 6T0 TANIG10 TG
napovoos mruoylokng epyacsioc. To ovommuo oamotedeitor omd Owakpitd apyeio kMO,
0PYOVOUEVE GE VTOPAKELOVS, TAL 0TOl0, GLVEPYALOVTOL Y10 TNV EKTEAEST] TEPANATOV inference
LLMs ce embedded mepifdirov, pe tavtdypovn mapakoAovON G VTOAOYIGTIK®OV Kol EVEPYELNKAOV
HETPIKAV.

H oapyttextovikn tov Aoyiopikov axorovBel apBpwtr| (modular) mpocéyyon, dote Kabe
OLVIGTMOGO VO EMITEAEL £VOV 0APDOG OPIOUEVO POAO, SLELKOAVVOVTOG TNV EMEKTACLUOTNTO, TN
GLVTIPNOTN KOl TNV TEWPARATIKT ASI0AGYN o).

Kpioyn apyrtektovikny amd@oaon amotéAece 0 SY®PICHOC TOV OTAdI®MV TPOETOAGIOG
povtédwv kot inference: o xPavtiopdg (quantization) Kot TO pruning eKTEAEGTNKAV €K TOV
npotépwv oe Windows PC kot ta povtéda arobnkevtkav oe poper) GGUF, evd to Raspberry Pi
400 ypnoomombnke amokAieotikd Yoo kabapod inference, dac@aAiloviag OTL o1 LETPNGELS
evépyelog avtikatontpilovv pdvo 10 KOGTOG EKTEAECTC.

4.3.1 run_method.py Enineoo: Yyniot Emaédov

To apyeio run_method.py amotelel tov kKevrpucd worker ¢ melpapatikng dtdwocioc. Exkiveiton
¢ aveEdptntn diepyacio amd tov experiment _runner.py yio kdBe GuvoLAGHO povTéhov/puedddov,
ektelel OAa Ta runs TG peBAOOL Ko TEPUATICEL ATOOEGUEDOVTOS TANPMG TN LVIAUN.

e Asgtovpyia

o ®optiver to GGUF poviého péow llama-cpp-python ek véov oe xkabe run,
dwoceaiifovtog kabapod context window

o Extekel inference pe create chat completion() (TinyLlama) 1 plain completion
(Llama3.2, Qwen2)

o T'w DPS: a&oloyel 1o s/token tov mponyovpevoy run Kot amo@acilel oAAoyn
precision

o Amobnkevet averaged metrics CSV, responses CSV kot ypdonuo avé pébodo
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e Amautnoelg
o GGUF apyeia d1abéoipo otov edrkero models/ggut/
o Eykateotnuévn llama-cpp-python pe GGML NATIVE=on
o Evepyn obvoeon Bluetooth pe tov aicOnmpa UD18

e TIpodiaypapéc

o Aveldptm depyacio avd péBodo, Le TANPN OMOOEGUEVLOT HVAUNG METOED
uefoddwv

o temperature=0.1 yio avamopoy®yOTNTO ATOTEAECUATOV

o DPS threshold: 0.80 s/token (slow), 0.65 s/token (fast)

4.3.2 IIpoeropacio MovréAmv (Windows PC) Eninedo: Xapnrov Emmédov

H npogtopacio tov povtédwv ekteléotnke ektog Raspberry Pi, ce Windows PC pe Python 3.11,
Kot TeprhapPdvet dvo otadia: pruning kot petatponr) 6 GGUF. ' to pruning ypnoiponombnke
N torch.nn.utils.prune pe unstructured L1 pruning mocootod 30% ota ypoppkd eninedo kabe
povtélov, ympic eravekmaiocvon. Ta Papn unoeviCovron povipa pe prune.remove(), dS0TnpOVTOG
TNV OPYLTEKTOVIKT) AUETAPANTN.

H petoarpont) oe GGUF &ywve péom tov convert hf to gguf.py g llama.cpp, evd o kBoviiopnog
Q8 _0 epappootke pe 1o epyoireio llama-quantize.exe. Ta evvéa telkd GGUF apyeia (3 povtéra
x 3 maparrayéc: fpl6, g8, pruned) petapépOnioav oto Pi otov pdkero ~/Software/models/ggut/.

e TIpodiaypapéc
o Unstructured L1 pruning, tocootd 30%, yopig emaveknoaidcvon
o  Mopon e€600v: GGUF (fpl6, Q8 0, pruned fpl6)

o Extéleom extog Pi, yopig enidpaon oTig LETPNGELS EVEPYELOG

4.3.3 dps_inference (hoywkn €vtog run_method.py) Eninedo: Yynrov Emnédov

H Loy Dynamic Precision Scaling vAomoteitat evtog tov run_method.py. IIpwv and kdOe run
(ex16¢ TOL TPOTOV), TO GVOTNUO aEA0YEL To s/token Tov TpoMyovUEVOL TUn Kol amOPacilel
dvvapukd av to enduevo inference Ba extedestel oe FP16 1 Q8 0 axpifewa, poptdvovtag to
avtiototyo GGUF apyseio.

e Asgtovpyia
o Run 1: exxivnon névta oe FP16 (mAnpng axpifeta)
o KdébBe emodpevo run: aglohdynon s/token mponyovpevov run
o Av s/token > 0.80: petapaom oe Q8 0 (throughput molv younio)
o Avs/token < 0.65: emotpoen o€ FP16 (throughput apxetd vynio)

o Koataypagn kdbe aArayng oto <povtélo> dps switch log.json
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o TIpodiaypapéc
o Threshold-based Aoy pe hysteresis (0.80 / 0.65 s/token)
o Amogaon Paciopévn oe petpnuévo throughput, oyt extipnon

o Software-only vAomoinon, dev amartel hardware vrootpién

4.3.4 performance_monitor.py Ezninedo: Xaunrot Emnédov

To performance monitor.py €ivot vgvBVVO Yo T GLALOYN UETPIKMV ATOS0CNC TOV GUCTNLOTOG
og mpaypotiko ypovo. H ypnon CPU vmoloyileton péom g Piiobnkng psutil (cpu_percent),
evo 1 Kataviloon RAM dwfaletor anevbeiag and to /proc/meminfo wg (MemTotal — MemFree)
/ MemTotal, ®ote vo mepthapPdvetar Kot 1 pvnun Tov Bap®dv Tov poviéAov tov dtatnpei to Linux
oto buff/cache.

o Tlopeyopeveg Metpikég
o CPU usage (%)
o RAM usage (%)
o IIpodiaypapéc
o Avayvoon RAM anevbeiag amd /proc/meminfo pe yopnid overhead
o Real-time perpnoeic CPU péom psutil

o Emavaypnoiponoinon amd to metrics.py

4.3.5 energy logger.py Eninedo: Xapunrov Emurédov

To energy logger.py emkowvavel pe tov aucOntipo Atorch UD18 pésm Bluetooth RFCOMM
Kot Kataypaeet otrypiaieg Tipég téong kot pevpatos. To apyeio Aettovpyel g abstraction layer
peta&y hardware kot Aoyiopkod, mapeyoviag alOmoTEG EVEPYEINKES UETPNOELS YWPIG AUEOT
eumAokn oto inference.

e Asgitovpyia
o X0Hvdeon oto /dev/rfcommO péow pyserial (9600 baud)

o Avdivon raw bytes k@Oe moakétov pe ovykekpyuéva offsets: taon bytes 4-6
(uint24/100), pedpa bytes 7-9 (uint24/100), woyvg bytes 22-25 (uint32/1000)

o Agrypatoinyia ~1 Hz katd ™ didpkela ke inference run
o TIpodiaypapéc

o Avéyvoon Volt kot Ampere

o Amopdvwon hardware logic a6 inference

o A&iomotn pétpnon yopic mapepPoin oty ekt
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4.3.6 metrics.py Emineoo: Yynioo Emnédov

To metrics.py vAomotlel T ovLAAOYY, omobrkevon kot emefepyacio OA®V TV UETPIKAOV
a&loAoynong pécm g KAdong MetricsCollector. Kotd 1 dudpkeia tov inference extelel
ePLOdIKN detypatoinyio 1oyvog, CPU kot RAM og Eeywpiotd thread. Metd 1o mépag g
eKTELEONC VTTOAOYILEL TIG TEMKEG HETPIKEG.

o Tlopeyopeveg Metpikég
o ZVvoMkog xpovog inference (s)
o Méon woydg (W) kot cuvolikn evépyeta ()
o Joule ava token (J/token)
o Méon ypnon CPU (%) kar RAM (%)

o ApBuog mapayouevov tokens

o IlIpodiaypapéc
o IMopdAinin cvAloyn petpikav pe threading ywpig mtapepporn oto inference
o Xpnon og context manager

o Aveaptnoia amd ™ pébodo inference

4.3.7 graphs.py Eninedo: Yyniov Emmédoov

To graphs.py avoAapfAavel T Ypoeikn omelkOVIoT TOV OTOTEAEGUATOV HECH dVO GLVOPTHGEMV.
H plot_metrics() mapdyet ypaonuo papdmv yia to runs pog pebddov, Le YpOUOTIKE KOIKOTOINoM
vy DPS (umAe = fp16, moptokari = Q8 0). H plot_comparison() mapdyetl To KEVIPIKO GLYKPITIKO
yphonpa OAwv TV poviédwmv Kot peBddwv, 1o omoio koAgiton ovTOpaTO OO  TOV
experiment runner PETA TNV OAOKAP®GT] OA®V TV runs.

e Amoutnoelg
o AwBéoya CSV metrics otov gdrelo Results/
o Eyxoteotnuévn matplotlib
o TIpodiaypapéc
o Amobfnkevon ypapnuatwv o PNG
o XUOykpion petald pebodwv Kot LovtéAwv

o Avamoapoyoypdmmra and ta ot CSV dedopéva

4.3.8 experiment_runner.py & config.yaml Eninedo: Yyniov Emurédov

To experiment runner.py oamoteAel tov Kevipikd orchestrator towv mepopdtov. Awpalel tig
mapopétpoug amd 1o config.yaml, ekkivel kéBe cuVOLAGHO HOVTELOL/HeBOdOL ¢ aveEapTnn
dtepyaocia subprocess, dwayepiletar v amodécpevon pvnung petald pnebodwv pe drop caches
Kot 6to TéA0G kadel TNV plot_comparison() yio n dnpovpyic. TOL GLYKPLTIKOD YPOPTLLOTOG,
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To config.yaml opilel Ta povtéra, Tig pebddovg inference, to prompts avd poviéro, Tov aptipod
enavolyewv (runs_per method: 5), tov péyioto apBud tokens (max new_tokens: 100) kot t1g
dwdpopéc tov GGUF apyeiov kot amotehespdtov. Emtpénet v mANpn avamopoymyq Tov
TEPALOTOG YWPIC TPOTOTOINGT TOV TNYOIOL KOOIKA.

o TIpodiaypapég
o Exxivnon kéBe pebddov mg subprocess yio £yyunpévn amodEcHEVOT) LVAING
o Avtoparto drop caches mpwv kot petd amd kébe pébodo
o Amobnkevon anotedecpudtov og Results/ og CSV kot PNG

o Kevtpikdg €heyyoc pong yio Stoy®PIGHO TEWPOUUOTIKNG AOYIKNG 00 KOIKO,

4.4 Awoypappata kor Movreromoinon (UML)

Zmv apodoo evOTnTo TAPOLGLALETAL 1 LOVIEAOTOINGT TOV AOYICUIKOD GULGTHLOTOS WECH
Swypappdteov UML (Unified Modeling Language), pe 6komo tn copn Kot SOUNUEVT] AmoTOTMGN
NG OPYLTEKTOVIKNG, TNG AETOLPYIKOTNTOG KOl TOV OAANAETIOPAcE®V HETAED TV EMUEPOVG
GUVIGTOGMV Tov cvotNuatoc. Ta UML dwaypdppoto AEtovpyodv GUUTANPOUATIKO TPOG TNV
TEPLYPOPT] TOL KMOKO, EMTPEMOVTOS TNV KATOVONON TG GLVOAIKNG AEITOLPYING TOV AOYIGUIKOD
o€ VYNAO eninedo apaipeong, YOpIg vo amonteital GUesn HeAETN TG VAOTOINGTG.

Méow avtdv, kabiototor eDKOAOTEPN M AVAALGN, N EMEKTACIUOTNTO KOL 1| TEKUNPI®OON TOL
GUGTNLOTOG TTOV AVATTTUYXONKE Y10 LTV TNV TTVYLOKY EPYACiaL.
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4.4.1 Avaypoppa epurtdocmv Xpiong
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Ewéva 4: Avaypappo IMeprrtdosov Xpriong
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4.4.2 Avaypoppo Xtoryeiov

«Subsystem» Experiment

experiment_runner.py
config.yaml

run_method.py

RunExperiment

2votiuota Xouniav Iopwv

«Subsystem» Inference

«Subsystem» Monitoring

energy_logger.py

perfomance_monitor.py

GetPower / GefCPU_RAM

4.4.3 Avaypoppo Kridong

run_methed. py

fp16 /int8 / pruned / dps
llama-cpp-python (GGUF)
DPS switching logic

GetSystemMetrics

GetSystemMetrics

«Subsystem» Metrics

Ewova 5: Avdypoppa Xrovyeiov

metrics.py (MetricsCollector)
graphs.py
plot_metrics()

plot_comparison()

GetPower / GetCPU_RAM

EXPERIMENT

experiment_runner.py
config.yaml

NEIPAMA
[ v )
INFERENCE MONITORING EVALUATION
run_method.py energy_logger.py metrics.py
config.yaml perfomance_monitor.py graphs.py
load_meodel() _uint24() MetricsCollector.__init_ ()
run_inference() _validate_checksum() start()
get_spt() UD18Data.__init_ () stop()
average_metrics() EnergyLogger. _init_ () close()
main() _sync_and_read_packet() _sample_loop()
read() — UD18Data compute_metrics()
get_voltage() print_metrics_table()
get_current() plot_metrics()
get_power() plot_comparison()
close()
get _cpu_usage()

get_ram_usage()

Ewéva 6: Avaypappo Kidong

drop_caches()
print_memory()
load_avg_metrics()
_is_float()

main()
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4.5 Mopadciypata Yromoinone Kaowa & Ileprypagpn E@appoynig

2V wopodoa eVOTNTO TOPOVCIALOVTOL EVOEIKTIKG OMOCTAGUOTO KMOKO omd To Pocikd

VTOGLOTHUATO TNG EPUPUOYNG, HE OTOYO TNV KOAVTEPY] KOATOVONOT TNG LAOTOINONG Kol NG
AELTOVPYIKNG OOUNG TOV AOYICUIKOV. XKOTOG OV €lval M avamapoywyn oldkAnpng g Pdong
KOOIK, OAAA M ovAdEEN TV Kpiotuwv pnyovicudv: 1 Aoyikry DPS switching, 1 avayvoon
dgdopévov woyvog omd tov owoOnmpa UDIS, 1 mapdAinAn ovAlOYY HETPIK®OV HECH
MetricsCollector, kot 1 opynoTp®OT TEPAUATOV HEGH subprocess.

[Moapdiinia, TopatiBevior Topabvpo EKTVTOCEMY GLGTHILOTOG KO TOPAYOUEVO OTOTEAEGLLOTAL,
(OOTE VO OOCOPNVIOTEL 1 TPOKTIKY AETOVPYIOL TNG EPAPUOYNG OE TMPAYUATIKEG CLVONKEG
EKTEAEONC.

4.5.1 Aoywn DPS Switching (run_method.py)

H pébodoc Dynamic Precision Scaling (DPS) vAomoteitar €£ oAokAnpov o©10 apyeio
run_method.py. IIpwv and k4B run (ektd6G TOL TPMOTOVL), TO GLGTNLA LITOAOYiLEL Ta seconds-per-
token (s/token) tov mponyovpevov run kot aroeacilel av Oa aAraéel axpifeta. To TpdTO rUn
exkivel mhvta og FP16 (minpng axpifeia) kot ypnowonoteiton wg baseline pétpnong anddoong.

Opropoc opiov (Kodwag 4.1)

# DPS thresholds: pvBcuéva pe Baon tig petpnuéveg anodocelg tov Pi 400
# fp16 baseline: ~1.1 s/token (mdvo and to threshold > aAAdler)

# Q8 0 baseline: ~0.59 s/token (kdtw and to threshold -> mapapével otabepd)
DPS SLOW_THRESHOLD = 0.80 # s/token -- mévo: dAhace og Q8 0
DPS FAST THRESHOLD =0.65 # s/token -- kdtm: GAAae o fpl6

Ta 300 Opra dev eivon Tuyaia: Bpickovion peta&y g petpnuéving amodoong fplé (~1.1 s/token)

kot Q8 0 (~0.59 s/token) oto Raspberry Pi 400. To hysteresis gap [0.65, 0.80], teyvikn cuving
GTO GUOTHLLOTO, EAEYYOV, AOTPEMEL AAAAYEG akpifelag AOY® HIKp®V dlokvudvoewy Tov s/token
YOp® and €va 6plo. Onmg eaivetar oty evotnta 5.3.4, eV amoTpENEL OUWOS TNV TAAAVTMOGT 0TV
o1 arwodooelg tov fpl6 kot tov Q8 0 Bpickovron exatépwbev g (dVNG.
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Aoywn aro@aong switching avé run (Koowkag 4.2)

if dps_mode and run_results:

spt = get_spt(run_results[-1])

if spt is not None:
if spt > DPS_SLOW_THRESHOLD and dps_current precision == "fp16'":
dps_current precision ='q8'
gguf path = q8 path
dps_switch log.append({
'switch at run': run_number,
'from_precision": 'fpl6',
'to_precision": 'q8',
'trigger _spt':  spt,
'threshold spt': DPS SLOW_THRESHOLD,
'reason’: 'throughput too slow'
1)
elif spt <DPS_FAST THRESHOLD and dps_current_precision == 'q8":
dps_current precision = 'fp16’
gguf path ={pl6 path
dps_switch log.append({
'switch_at run': run_number,
'from_precision’: 'q8’,
'to_precision”: 'fpl6’,
'trigger_spt':  spt,
'threshold spt': DPS FAST THRESHOLD,

'reason': 'throughput recovered'

1)

Kpiowo onueio: n aldayn precision 0ev ovuPaiver mid-inference, aAld 10 GGUF oapyeio
emAéyeton pwv eoptwbel 1o povréro. Kabe run @optdver to poviého ek véov (fresh load),
eEaoparilovrtag kabapo context window kot amwopevyovTog EMPOAVVGELS peta&y runs. Kat' avtdv
tov 1pomo | DPS anotedet run-level (6y token-level) switching.
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Bon0ntkn cuvéptinon vroroyispov s/token (Koowkag 4.3)

def get spt(run_metrics):
"""Yrohoyilel seconds-per-token. Emiotpépet None av tokens = 0."""
t  =run_metrics.get('Inference Time (s)', 0)
tokens = run_metrics.get('Tokens', 0)
if tokens > 0:
return round(t / tokens, 4)

return None

H emdoyn s/token ¢ petpikng switching €yet Oewpnriky Baon: apod N 1oyHG TOPAUEVEL GYEIOV
otafepn (8.1 g 8.5 W) aveapmtog pnedddov oto Pi 400, n evépyela avd token eEaptdran
oY€06V amOKAEIOTIKA amd Tov ypévo inference. Emopévac, to s/token amoteAel dpeso proxy g
EVEPYELOKNG ATOJOTIKOTITOG.

4.5.2 Avayvoon AwsOntipa UD18 (energy_logger.py)

O awsOntpog Atorch UD18 emwowvovel péow Bluetooth RFCOMM. Megtd and pairing kot
binding (/dev/rfcomm0), o oacOnmpag omootéAlel makéta 36 bytes pe pvOud ~1 Hz. To
energy logger.py vAomotel TNV avéyvmor Kol arokmOKoToinoT oduT®V TOV ToKETMV.

Aopn TakéTov Ko amok®owkomoinon (Kodwkag 4.4)

# Aopn IMaxérov (36 bytes, big-endian):

#[0] OxFF — start byte 1

#[1] 0x55 —start byte 2

# [4-6] voltage (uint24, unit=10mV — /100 — V)
#[7-9] current (uint24 — /100 — A)

# [10-13] capacity (uint32 — mAh, aBpoiotikd)
#[14-17] energy (uint32 — / 100 — Wh, aBpoiotikd)
# [22-25] power  (uint32 — /1000 — W)

#[35] checksum byte (dev emainBedeTon)

class UD18Data:
def init_ (self, raw: bytes):
self.voltage V = uint24(raw, 4) / 100.0
self.current A = uint24(raw, 7) / 100.0
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self.capacity mAh = struct.unpack from(">I', raw, 10)[0]
self.energy Wh = struct.unpack from(>I', raw, 14)[0] / 100.0
self.power W = struct.unpack from(>I', raw, 22)[0] / 1000.0

H xAdon EnergyLogger avalntd t ovvéyela start bytes OXxFF 0x55 mpwv dafdoet To vroOromo
TaKETOo. AvTi 1 TEYVIKN givarl Yvwot o¢ byte-stream syncing. [Tpwv amodeytel kdbe maréto eAEyyet
o0t &xel AneBel oAdKAnpo (36 bytes) kot 6Tt 0 TOTOC PUnvopatog (byte 2) eivar 0x01 (dedopéva).
To byte checksum dgv emainOevetar oty TEAK VAOTOINOT).

Mnyoeviepog sync kon validation (K@dwkac 4.5)

def sync and read packet(self) -> bytes:
for attempt in range(self.max_retries):

b = self.ser.read(1)

if not b or b[0] != OxFF:
continue

b2 = self.ser.read(1)

if not b2 or b2[0] != 0x55:
continue

rest = self.ser.read(34) # vndloura 34 bytes

if len(rest) < 34: # ehlméc maxéTo
continue

packet = bytes([OxFF, 0x55]) + rest

if packet[2] != 0x01: # Aev givon Data
continue

return packet

raise RuntimeError('No valid UD18 packet received')

4.5.3 Tlapaiinin Xvrioyn MeTpik®v (metrics.py)

H xAdon MetricsCollector amotelel Tov cuvTovioT TG HETPNONG. XPNGILOTOLEITOL MG context
manager Kol eKteAel mopdAANAn derypatoinyio oxbog, CPU kot RAM og Egywpiotd daemon
thread, yopig va mapepPaivel oto inference.
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IHopdrinio sampling thread (Koodwkog 4.6)

class MetricsCollector:
def start(self):
self.start_time = time.time()
self. stop event.clear()
self. thread = threading. Thread(
target=self. sample loop, daemon=True

)
self. thread.start()

def sample loop(self):
while not self. stop event.is_set():

try:
# Mmlokapet péxpt o UD18 va oteidel emdpevo makéto (~1/sec)
# H ovokevn opilet tov puBud detypoatoinyiog
data = self.energy logger.read()
# Néog éleyyog petd to blocking read
if self. stop event.is_set():

break

self.power samples.append(data.power W)
self.cpu_samples.append(get cpu usage())
self.ram_samples.append(get ram usage())
self.timestamps.append(time.time())

except Exception as e:
print(f[METRICS WARNING] {e}")

H telwkn evépyewo vmoroyileton pe tpamelocdn] odokAnpwon (trapezoidal integration) twv
detypdtov woyvog. Avty n pnéBodog eivar mo axpiPng and v vedeon oTabepov SAUGTHUATOS
detypotoAnyiag, YTt ypNoIHLOTOLEL TOVG TPOYLATIKOVS YPOVOUS HETAE) TAKETWV.
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Tpoaneloerdng ook pmon evépysrog (Koowkag 4.7)
def compute metrics(self, generated tokens: int):

duration = self.end time - self.start time

if len(self.power samples) == 0:

raise RuntimeError("No power samples collected’)

if len(self.power samples) == 1:
# Movo €va mokETo, xpnoomoince v TANPN dtdpkela mg interval
energy joules = self.power _samples[0] * duration
else:
# Tpameloedn OlokApwon pe TpayplaTikd timestamps
energy joules = sum(
((self.power_samples[i] + self.power_samples[i-1])/ 2)
* (self.timestamps|i] - self.timestamps[i-1])

for i in range(1, len(self.power_samples))

avg power = sum(self.power samples) / len(self.power samples)
avg _cpu =sum(self.cpu_samples) /len(self.cpu_samples)

avg ram = sum(self.ram_samples) /len(self.ram_samples)

joule per token = (
energy joules / generated tokens

if generated tokens > 0 else 0.0

)

return {
'Method'": self.method name,
'Model": self.model name,

'Inference Time (s)': round(duration, 3),

'Avg Power (W)":  round(avg_power, 3),
'"Total Energy (J)': round(energy joules, 3),
'Joule / Token:  round(joule per token, 4),
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'Avg CPU (%)" round(avg_cpu, 2),
'Avg RAM (%)": round(avg_ram, 2),
'"Tokens": generated tokens,

'Power Samples':  len(self.power samples)

4.5.4 Opymotpoon lepapdrov (experiment _runner.py)

O experiment_runner.py ektehel kdBe cuvovacopd povtéAov/pebddov wg ave&aptnt depyacia
subprocess. Otav 1 diepyacia tepuatilel, To AEITOVPYIKO CUGTNUO OVOKTA OVTOMOTO OAN TN
pvnun, egaceaiifovtog clean slate yio v emodpevn néBodo ywpig LIOAEIUHOTO GTN LWVAUN OO
TPONYOVLEVES POPTMGELS LLOVIEAOV.

Extéleon og subprocess pe drop_caches (Kaoowkag 4.8)

def drop_caches():
with open('/proc/sys/vm/drop caches', 'w'") as f:

f.write('3') # duypaye pagecache, dentries, inodes

for model cfg in config['models']:
for method name in model cfg['methods']:
drop_caches()

time.sleep(5) # Emutpémovpe 6to OS va avakdpyet

cmd = [
sys.executable,
'run_method.py’,
'--model', model cfg['name'],
'--method', method name

]

result = subprocess.run(cmd, timeout=3600)

drop caches() # KaBapiopdg poMg kieicel 1o subprocess

time.sleep(5)
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H anéeaon va ypnoomonOet subprocess avti yio function calls Baciletar o TeXVIKO GKENTIKO:
n llama-cpp-python @optwver ta GGUF apyeioa ot pviun kot axopa ki ov koieotel del ko
gc.collect(), dev vmbpyel eyyvmon mANpovg amodécuevong oto Python runtime. H yprion
subprocess €yyvatol aLTHV TNV UTOOEGUEVON).

Avtépatn Tapayoyn ypoeipotog cvykpions (Koowkag 4.9)

# MoAg ohokAnpmBodv 6Aa ta runs, SNUoHPYNGE TO YPAPN IO CHYKPIONG
from Evaluation.graphs import plot comparison
plot_comparison(

all results, # {model: {method: avg metrics dict}}

save path=str(results_dir / 'comparison_all models.png')

4.5.5 Evoewtikn 'E€odog Teppotikod

Katd v ektéleom 1ov Telpdpatos, To GHGTNUN EKTVTOVEL GE TPOYUATIKO XPOVO TIG LETPIKES OE
KkéOe run ko og kabe péBodo, Kabmg kot Tig anoedacel DPS switching. To mapokdtw eivor
npoypoatikn €£060¢ amd to TinyLlama/DPS.

[WORKER] Running tinyllama / dps (chat completion)

[DPS] Thresholds: slow=0.8s/token fast=0.65s/token

[DPS] Run 1: first run -- starting on fp16 (full precision)

[MODEL] Loading models/gguf/tinyllama fp16.gguf...

[RUN 1/5] 100 tokens | 108.9s | 8.21W | 8.862 J/token | 1.089s/tok [fp16]
>> The history of artificial intelligence spans decades...

[DPS] Run 2: 1.089s/token > 0.8s/token -- too slow, switching fp16 -> Q8 0

[MODEL] Loading models/gguf/tinyllama q8.gguf...

[RUN 2/5] 100 tokens | 59.2s | 8.22W | 4.784 J/token | 0.592s/tok [q8]
>> The history of artificial intelligence spans decades...

[DPS] Run 3: 0.592s/token < 0.65s/token -- fast enough, switching Q8 0 -> fp16

[DPS] 4 switch(es) recorded.

[SAVED] Results/tinyllama_dps_switch log.json
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5° KepdaAaio: MNMeipapaTtiki A§loAdynon kai AtTroteAéopara

210 mopdv KEQAAOO TOPOLCIAloVTOL KOl OVOADOVTIOL TO OTOTEAECUATO TOL TEPEUOTOC.
Exteléomnkav cvvolkd 60 runs (3 povtédla x 4 pébodor X 5 emMOVOANYELS), LE OUOLOUOPPESG
ocuvOnkec: £oc 100 mapayoueva tokens avé run (max_new_tokens), kaBopr| pvinun mpv omd Kabe
uéBodo, Kot TapdAANAN pETpnon evépyelag pEom tov acnmpa Atorch UD18. ' kéBe pnébodo
mapovctaletal 0 HEGOG OPog TV S runs. Apykd eraAinfedeTor n opHn Aettovpyic TOL GLGTAHOTOG
KOl 0T GUVEYELN TOPOVGTIALOVTOL T TELPOUUOTIKE OTOTEAEGLLOTOL.

5.1 'Eleyyoc Kaig Agrtovpyiog Zvotpatog

[Ipwv amd Vv mopovciocn TV peTpnoe®v, emoindedetar 0Tl KAbe emUEPOVE GTOLKEID TOV
GLGTNUATOG AEITOVPYEl GOoTA: 1| ohvdeon pe tov asOntpa UD18, 1 ektéleon inference amod
Kkd0e povtéro, n Aoy DPS switching, kot 1 amoBnkevon anotedecudtov.

5.1.1 EraaMjBgvon Xovoeonc AwsOntiipa UD1S

O aweOntpag Atorch UD18 cuvoénke péow Bluetooth RFCOMM (/dev/rfcomm0). H emttoyng
oLVOEON EMOANDEVTNKE e AVAYVMOOT TOKETOV GE TPAYHOTIKO XPOVO TPV amd TV Evapén TV
nepopdrov. To svomua avéeepe otabepr| tdon ~5.1 V kot 1oy ~7.5 W og adpdveua (idle), mov
aVTIOTOUKEL OTIG avapevoueves TIuéG Yo to Raspberry Pi 400.

5.1.2 EraaMj@cvon Inference

IMa kéBe povtédo kot yio OAEC TIG TOPAAAAYEG TOV EMOANOEVTNKE OTL TAPAYEL ATOKPIGEIS GTAL
d00évta prompts. [apaxdte mapovsidlovtar evosikTikd mopadsiypato omokpicewv yioo Kabe
HOVTELO.

Emonuaiveron 6tt o1 pruned ekdoyéc towv Llama 3.2 kou Qwen2 mopovciocav vroBdduion
moldtntog amokpicewv (emavaioppavopeva tokens kot gpdoelg), eved oto TinyLlama ko Llama
3.2 o1 amokpicelg int8 Nrav oxeddv TavTOoES UE TIS amokpioels fpl6 ya to idto prompt. 1o
pikpotepo Qwen2 (0.5B) o amokpicelg int8 amoxiivouv and tig fplé oe opiopéva prompts,
évoeldn o0t o LKkpoOTEPO HovTéAa elvar mo gvaicnta otov kKPavticpd. O €reyyog avtdg gival
moloTikdg: delyvel 6Tt o kPaviiopdg Q8 0 dev vroPdbuce osOntd v mwodtnTa 6TAL SVO
peyoldTepa LOVTEAD, EVA Y10l TOCOTIKN TEKUNPiOoT amonteital a&loAdynon ne HeTpkés Omme M
perplexity.

MMivokog 2: EvosikTikég amokpicslg ava poviého ko pédodo. O amoxkpiceig fpl6, int8 ko dps givar yevikd
ovvekTikéc. H péfodog pruned gpgaviler eravainyeils eto Llama 3.2 xor Qwen?2.

T S

TinyLlama fp16 Prompt 1 Explain energy Energy efficiency refers to the process of using energy in a way that is more
1.1B efficiency in simple terms. efficient and sustainable. It involves reducing energy consumption, improving
energy efficiency, and reducing waste. Energy efficiency can be achieved

through various measu...
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Movtélo

TinyLlama

1.1B

TinyLlama

1.1B

TinyLlama

1.1B

Llama 3.2
1B

Llama 3.2
1B

Llama 3.2
1B

Llama 3.2
1B

Qwen2
0.5B

Qwen2
0.5B

Qwen2
0.5B

Mé00d0g

int8

pruned

dps

fp16

int8

pruned

dps

fp16

int8

pruned

Prompt
Prompt 2 What is
quantization in  machine

learning?

Prompt 3 Describe the trade-
off between model size and
accuracy.

Prompt 4 How does pruning
affect neural network
performance?

Prompt 1 Explain energy
efficiency in simple terms.

Prompt 2 What is
quantization in  machine
learning?

Prompt 3 Describe the trade-
off between model size and
accuracy.

Prompt 4 How does pruning
affect neural network
performance?

Prompt 1 Explain energy
efficiency in simple terms.

Prompt 2 What is
quantization in  machine
learning?

Prompt 3 Describe the trade-
off between model size and
accuracy.

Amékpron (amécTaon)

Quantization in machine learning is a technique used to reduce the size of the
input data to the neural network while maintaining the same accuracy. The
process involves converting the input data into a smaller range of values,
typically between 0 an...

The trade-off between model size and accuracy is a critical consideration for
any machine learning model. In general, the larger the model, the better its
accuracy, but the model's size can also impact its performance. When it comes
to model size, th...

Pruning is a technique used in neural network training to reduce the number
of connections between neurons. This can improve the accuracy and speed of
the network, but it can also affect its performance. Here are some ways pruning
affects neural netw...

Energy efficiency is the ratio of the useful energy output to the total energy
input. Energy conservation is the reduction of energy consumption. What is the
difference between energy efficiency and energy conservation? Energy
efficiency is the ratio...

Quantization is a process of converting a continuous signal into a discrete
signal. This process is used in many applications, including image processing,
signal processing, and machine learning. It is also used in data compression,
where it is used ...

The model is a bit larger than the real model, but it is still a bit smaller than
the real model. The model is a bit smaller than the real model, but it is still a
bit smaller than the real model. The model is a bit smaller than the real model...
[emav...

I am trying to understand how pruning affects neural network performance. I
have a neural network with 2 hidden layers and 3 output nodes. I am using the
Adam optimizer with a learning rate of 0.001. I am using the following code to
train the network...

Energy efficiency is the practice of using less energy in a given amount of time.
Itinvolves using energy-efficient appliances, such as LED light bulbs, and other
energy-saving devices. This can help reduce energy consumption and save
money on energ...

I am reading a paper about quantization in machine learning. The paper is
about quantization in the context of the Gaussian process. The paper says that
the Gaussian process is a special case of the kernel density estimation...

Explain how to balance these two factors. Provide examples of situations where
trade-off is lessened and situations where it is more significant. Discuss how
different types of data and techniques impact the trade-off. Explain how to
overcome these c...

Anprrpng Batovong
39



Meiétn ko Avamroln Evepyeioxd Arodotikwv MeOodwv Extéleons Generative Al (LLMs) oe Evowporwuévo
2votiuota Xouniav Iopwv

T S

Qwen2 dps Prompt 4 How does pruning I have a question about pruning. I have a neural network with 1000 nodes and
0.5B affect neural network 1000000 weights. I want to prune the network so that it will be able to learn the
performance? data better. I want to prune the network so that it will be able to learn the data

better...

5.1.3 Erai0cvon Extéleong lepapartog

H opbn ektéheon tov mepdpatog eraAnfevtnke mapakolovdmvtog Ty £€£000 TOL TEPUATIKOD
o€ mpaypHoTiko ¥povo. o k4B run ekTuITOVOVTAY 01 PETPIKESG (XpOVOC, 1oyvs, J/token) kot pia
GUOVTOUT TTPOETICKOMN G| TNG ATOKPIONG.

(venv) gttm@raspberrypii~/Software $ sudo venv/bin/python3 experiment_runner.py

-- Method: fp16 ---
JRY] Dropping caches before subprocess launch...
[MEMORY] Caches dropped.
[MEMORY] Before tinyllama/fpl6:
total used free shared buff/cache available
Mem: 3.76i 406M1 3.36Gi 24Mi 102M1 3.361
Swap: 2.06i 41Mi 2.0Gi

[WORKER] Running tinyllama / fp16 (chat completion)
[MODEL] Loading models/gguf/tinyllama_fpi6.gguf...
1lama_context: n_ctx_per_seq (512) < n_ctx_train (2048) -- the full capacity of the model will not be utilized
[MODEL] Loaded successfully.
[RUN 1/5] 10@ tokens | 110.6s | 7.99W | 8.754 J/token
>> Energy efficiency refers to the process of using energy in a way that is more efficient and sustainable. It involves reducing energy consumption, impr
[MODEL] Loading models/gguf/tinyllama fp16.gguf...

Ewova 7: Enai0cvon Extéleong [epapatog

5.1.4 Erai0gvon Mnyoviopod DPS

H Aertovpyio tov DPS emodnbevtnke péow tov apyeiov <povtédo> dps switch log.json mov
napayetal avtopota. To apyeio Kataypheet kaOs aliayr akpifelog pe to trigger s/token, To run
oL GLVEPN, Kot Tov Adyo. Tapakdtom tapovsidleton to switch log yia to TinyLlama (4 aAiay€g)
¢ amdOEEN TG 0pONg Aettovpyiag.

Mivoxog 3: Timeline exktéheong DPS avé run tov TinyLlama. Mmie = fpl6, kitpwvo = Q8 0. H arhayn
amo@acileTan facel Tov s/token Tov TponyovpEVOL run.

Run 1 fpl6 1.089 8.862 Exkivnon og fp16, baseline pétpnon

Run 2 q8 0.592 4.784 { fp16—q8 Run 1 ntav 1.089 > 0.80 — oAlaymn o q8

Run 3 fp16 1.114 9.055 t q8—fpl6 Run 2 ftov 0.592 < 0.65 — smiotpoon og fpl6

Run 4 q8 0.597 4.820 | fp16—q8 Run 3 fytov 1.114 > 0.80 — aAAoyn og q8

Run § fpl6 1.113 9.059 t q8—fpl16 Run 4 nrav 0.597 < 0.65 — emotpoen oe fpl6
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EmutAéov, ta apyeio arotehespdtov CSV emoinbevtnkav og mpog v TAnpdtntd Toug: Yo Kaoe
GLVOLACUO HOVTEAOV/LEDBSOL TTapayOnKe Eva apyeio HEC®Y TIU®V Kal £vo apyelo amokpicemV,
ocvvolkd 24 CSV apyeia, 13 PNG ypapnpoata (12 avéd pébodo kot £va cuykpitikd) kot 3 apyeio
JSON «xataypagnc tov aAlaymv DPS.

5.2 Xvvontikd Anoteréopato Iewpapartog

O Ilivokag 4 ovvoyiler ta péco amotedécpoto kot tov 60 runs. Me mpdowo @oOvto
emoNaivovtol ot YpapUég int8, mov ETTLYYAVOLV TN YOUUNAOTEPT KATAVAAW®GCN EVEPYELNS GE OAN
T LOVTEAQL.

MMivoxog 4: ZovonTiKd amoTeAioPATA TEWPARATOS, HEGOS 6POS S runs avd cvvovacud povréhov/pedooov.

TinyLlama fpl6 110.2 8.082 882.5 8.825
TinyLlama int8 59.8 8.199 481.1 4.811 43.2
TinyLlama pruned 111.7 8.207 909.6 9.096 69.8
TinyLlama dps 90.1 8.217 731.6 7.316 922
Llama3.2 fpl6 122.0 8.228 994.7 9.947 77.2
Llama3.2 int8 65.9 8.236 534.2 5.342 48.0
Llama3.2 pruned 122.4 8.246 1001.1 10.011 772
Llama3.2 dps 76.7 8.452 639.1 6.391 94.7
Qwen2 fpl6 45.9 8.458 378.6 4.096 375
Qwen2 int8 27.5 8.462 222.4 2.224 25.9
Qwen2 pruned 49.0 8.466 405.4 4.054 375
Qwen2 dps 45.9 8.470 378.8 4.104 37.5

To mpdTO gvpnua mov Egywpiletl apéomg eivar n oxeddv otabepn| Katavarwon oyvog (8.08 £mg
8.47 W) avelaptntog pnedddov. Avtd onuaivel 6Tt 1o Raspberry Pi 400 n evépyeia e€aptdton
GYEO0V AMOKAEICTIKA amd ToV ¥poOvo inference, oOnAladn N HEBOOOC OV TEAEUDVEL TO YpryopQ
KATOVOADVEL AyOTEPT EVEPYELQL.

5.3 Avaivon ava M£0oodo

Zmv evotra avt avaidoviol o arotedéopata kKabe pebooov Eexmpiotd. I kabe péBodo
e€etaleton M emidopacn ™ otov ypdvo inference, TNV KATOVOAWOGCN EVEPYEWS KOL TNV
amodotikdtta J/token, pe oOykpion og mpog to fpl6 baseline.
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2Komd¢ elvarl vo avadeyBovv Ta TAEOVEKTNUATO KOlL Ol TEPLOPIOUOl KAOBE TPOcLyylong oto
GLYKEKPLLEVO TtEpapatikd mepPdriov Tov Raspberry Pi 400.

5.3.1 M¢0odoc fp16

H pébodoc fpl6 amotehel 1o baseline tov mepdpotoc: mAnpng akpifea 16-bit, ywpic kopio
Bedtiotonoinom. Ot ypodvor inference kvpaivovror amd 45.9 s (Qwen2) éwg 122.0 s (Llama3.2),
avtikatontpilovtag anevbeiog to péyebog kébe poviérov.

H xatavdiwon evépyetog ava token (J/token) yua fpl6 eivar: TinyLlama 8.825, Llama3.2 9.947,
Qwen2 4.096.

tinyllama - fpl6

Inference Time (s) Average Power (W)
111.28

8.19 8.20

111.24

109.11 108.91 7.99 8.04

100

80

60

Seconds

40

20

Watts
o - N w B w (<)) ~ (-]
PR S S S S

Run 1 Run 2 Run 3 Run 4 Run 5 Run 1 Run 2 Run 3 Run 4 Run 5

Total Energy (J) Energy Efficiency (] / Token)
885.94 853.98 3 864 5.86 8.84

800

600

Joules

400

Run 1 Run 2 Run 3 Run 4 Run 5 Run 1 Run 2 Run 3 Run 4 Run 5

Ewova 8: tinyllama fp16 Xpovog Extéleong, Méon Loydg, Tvvorki Evépyelo & Evepysiokiy Anodoon).

| Ave cPU (%) | Ave RAM (%)

| 99.82 | 69.196

Ewéva 9: Méon Xprionn CPU & RAM tinyllama fp16.
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llama3.2 - fpl6

Inference Time (s) Average Power (W)
122.72 124.08 } 523 8.23 823 823
120 - 120.90 121.03 121.19 8
7
100 4
6
80 4 i
$ g’
E 60 1 24
3
40 1
2
20
14
0 o
Run1 Run 2 Run 3 Run 4 Run 5 Run 1 Run 2 Run 3 Run 4 Run 5
Total Energy (J) Energy Efficiency () / Token)
1000 4 985.92 987.23 958.17 383.90 L0ls.12 9.87 S.98 3.89
800 4
3 600 1 §
3 E
=] -
4004
200 4

Run1 Run 2 Run 3 Run 4 Run 5 Run 1 Run 2 Run 3 Run 4 Run 5

Ewova 10: llama3.2 fp16 Xpovog Extédeong, Méon Ioyvg, Zvvoikn Evépyewo & Evepyeloki] Atdéooon.
Avg CPU (%) | Ave RAM (%)

99,718 | 77.18

Ewova 11: Méon Xpijon CPU & RAM llama3.2 fp16.

qwen2 - fplé

Inference Time (s) Average Power (W)
8.46 B.46 8.46 8.46

49.06 4872 49.52

Seconds

Watts
»

Run 1 Run 2 Run 3 Run 4 Run 5 Run 1 Run 2 Run 3 Run 4 Run 5

Total Energy (J) Energy Efficiency (] / Token)
214 410 4.10

401.71 4.07 4.06

4.0

35

3.0 1

2.5+

]/ token

2.0

15

104

0.5

0.0~
Run 1 Run 2 Run 3 Run 4 Run 5 Run 1 Run 2 Run 3 Run 4 Run 5

Ewova 12: qwen2 fpl6 Xpovog Extédeong, Méon Loy, Zovoikn Evépysia & Evepyelaxn Awodoon.
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| Ave CcPU (%) | Ave RAM (%)

| 99.014

Ewéva 13: Méon Xpion CPU & RAM qwen2 fp16.

5.3.2 M#00d0g INTS (Q8_0)

O kBavtiopog Q8 0 amoterel v mo amodotikn pnéBodo oe OAa Ta povtéra. H peimon evépyetag
oe oyéon pe 1o fpl6 baseline etvor: 45.5% ywo TinyLlama (8.825 — 4.811 J/token), 46.3% yw

Llama3.2 (9.947 — 5.342 J/token), kot 45.7% ywo Qwen2 (4.096 — 2.224 J/token).

H eEowovounom mpoxvntel and v toyvtepn extéieon: oto TinyLlama o ypovog avd token
(~0.60 s/token évavti ~1.10 s/token yio fpl6) pewdver tov ypoévo katd ~46%, evod n 16YvG
Tapopével TPoKTIKA apetdfAntn. H emrtdyvvon (mepinov 1.8% oe dha ta povtéda) givar kovtd
oToV AO0Y0 peyéboug twv Papav (16 Evavtt 8.5 bits avd fapoc 1o Q8 0), dnwg avopévetat yo

memory-bound @don decode.

tinyllama - int8
Inference Time (s) Average Power (W)

60.65 59.14 60.76 5 8.20 8.20 8.20 8.20

59.39 59.01

Seconds
=] w - w (=2
15) S 1) =] S
Watts

=
o

Run 1 Run 2 Run 3 Run 4 Run 5 Run 1 Run 2 Run 3 Run 4 Run 5

Total Energy ()) Energy Efficiency (] / Token)

500 478.50 488.96 489.07 51 479 4.89 4.89

477

476.74 4.72
400 1

300

Joules
J/ token

200

100 A

Run 1 Run 2 Run 3 Run 4 Run 5 Run 1 Run 2 Run 3 Run 4 Run 5

Ewéva 14: tinyllama int8 Xpovog Extéheong, Méon Loybg, Zvvorxki Evépyera & Evepyeraki Anédoon.

Avg CPU (%) | Ave RAM (%) |

99.734

Ewéva 15: Méon Xpiion CPU & RAM tinyllama int8.
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Inference Time (s)

2votiuota Xouniav Iopwv
llama3.2 - int8

Average Power (W)

70 65.73 65.63 65.74 8l 6.23 68.24 .24
60 4
7
50 4 64
w 404 51
§
S J
& 304 =4
3 -
20 4
24
10 A 1]
0- ol
Run 1 Run 2 Run 3 Run 4 Run 5 Run 1 Run 2 Run 3 Run 4 Run 5
Total Energy (J) Energy Efficiency () / Token)
53155 532.67 532.29 5.33 5.32 5.33
500 4 5
400 44
Z 300 g 5]
g £
200 A 2
100 1 14
0 ol

Run 1

Run 2

Run 3

Run 4 Run 5 Run 1

Run 2 Run 3 Run 4 Run 5

Ewova 16: llama3.2 int8 Xpévog Extéreong, Méon Loytg, Zovolkn Evépyera & Evepyeroxn Anédoon.

Inference Time (s)

Avg CPU (%)

99.484

| 47.95

| Ave RAM (

ay
fo :J

Ewova 17: Méon Xpiion CPU & RAM llama3.2 int8.

qwen2 - int8

Average Power (W)

Run 1

27.58

Run 2

27.54

Run 3

Total Energy ())

27.36

Run 4 Run 5 Run 1

8.46 8.46 8.46

Run 2 Run 3 Run 4 Run 5

Energy Efficiency (] / Token)

200

150

Joules

50

Run 1

Run 2

222.34

Run 3

2.04

1.5

J I token

0.5

0.0-
Run 1

Run 4

Run 5

2.23 222 2.22

Run 5

Run 2 Run 3 Run 4

Ewéva 18: qwen2 int8 Xpovog Extéreong, Méon Ioyvg, Xvvohki Evépyera & Evepyeroxi Anédoon.
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2votiuoto Xa,

Avg CPU (%) | Ave RAM (%)

98.792 | 25.862

Ewova 19: Méon Xpiion CPU & RAM qwen?2 int8.

Acilel va onuewwBei 611 n katoviloon RAM pewwvetan eniong onpavtikd pe int8: TinyLlama
69.2% — 43.2%, Llama3.2 77.2% — 48.0%, Qwen2 37.5% — 25.9%. Avtd kabiotd Vv int8
WwiTePA KATOAANAN Y10 EVOOUATMOUEVO GUGTILLOTA [LE TEPLOPIGLLEVT] LLVAUN.

5.3.3 M£00dog Pruned

To unstructured L1 pruning (30%) dev amogépel ovcraotikd gvepyelakd 6pehog. H petafoin
J/token o€ oyéon pe to fpl6 sivar: +3.1% ywo TinyLlama, +0.7% vy Llama3.2 kot —1.0% yw
Qwen2, onAadn mpaxtikd idwa 1 ELaepd xepdtepa amoTeELESUATOA.

O A6yog eivar apyttextovikdg: 1 unstructured apaioon pndeviCer Papn aArd dev aAlalet Tic
dwotdoelg twv mvakov. To llama.cpp amoBnkevet ta undevikd Bépn kavovikd, ektelel Tov id1o
apOpd FLOPs kot dtafdlet Tov id10 6yKo ded0opévmv amd T Lviun ave&optnTmg TG apainong,

apov dev vtdpyel vrooTPEn sparse ektéheonc oto CPU inference.

tinyllama - pruned

Inference Time (s)

Average Power (W)

117.11

Seconds

Run 1 Run 2

Run 3 Run 4 Run 5

Total Energy (J)

Run 1

821

Run 2

8.21 8.21

Run 3 Run 4

Energy Efficiency (J / Token)

Run 5

1000 952.60

800 1

600 4

Joules

400

200 1

Run 1 Run 2

Run 3 Run 4 Run 5

]/ token

10

Run 1

9.53

Run 2

9.10 8.96

Run 3 Run 4

Run 5

Ewova 20: tinyllama pruned Xpovog Extéheong, Méon Loyig, Zovoikn Evépysia & Evepysroxn Anédoon.

Avg CPU (%) | Ave RAM (%)

99,442 | 69.818

Ewéva 21: Méon Xpiion CPU & RAM tinyllama pruned.
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llama3.2 - pruned

Inference Time (s) Average Power (W)
12103 122.92 12217 124.01 8.24 8.24 825 825 825
120 g
7
100 A
6
80 ]
g g°
S 60 5,
wv
34
40
5
20
1
0- 0-
Run 1 Run 2 Run 3 Run 4 Run 5 Run 1 Run 2 Run 3 Run 4 Run 5
Total Energy ()) Energy Efficiency (J / Token)
1014.56 10.15
1000 L0192 993.35 104 2.90 9.97 10.05 3.99
800 1 8 1
4 c 4
§ 600 g 6
3 ]
=X -
400 4
200 2 1
0- 0-
Run 1 Run 2 Run 3 Run 4 Run 5 Run 1 Run 2 Run 3 Run 4 Run 5

Ewéva 22: llama3.2 pruned Xpovog Extéleong, Méon Loybg, Zvvohki Evépyera & Evepysioki Anédoon.

Avg CPU (%) | Ave RAM (%

99,704 | 77.212

Ewoéva 23: Méon Xpiion CPU & RAM llama3.2 pruned.

qwen2 - pruned

Inference Time (s) Average Power (W)
50 4 ! 49.48 49,55 49,64 8.46 8.46 8.47 8.47 8.47
84
40 I
64
] 30 4 »n 5
g 5
3 24
20 1
34
10 2
1
0- 0-
Run 1 Run 2 Run 3 Run 4 Run 5 Run 1 Run 2 Run 3 Run 4 Run 5
Total Energy (J) Energy Efficiency () / Token)
41032 410.91 4.10 411
400 - 401.70 402.17 404 4.02 4.02 4.02
350 3.5 1
300 4 3.01
250 A c 2.5
3 200 2204
150 4 1.54
100 1.0
50 4 0.5 1
0- 0.0~
Run 1 Run 2 Run 3 Run 4 Run 5 Run 1 Run 2 Run 3 Run 4 Run 5

Ewéva 24: qwen2 pruned Xpovog Extéheong, Méon Loyic, Zvvorki Evépyero & Evepysioxi An6doon.
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Avg CPU (%) | Ave RAM (%) |

99.166 | 37.548 |

Ewova 25: Méon Xpijon CPU & RAM qwen2 pruned.

EmnAéov, moapammpnOnke vmoPdOuion mowdttog amoxpicewv ota Llama3.2/pruned xot
Qwen2/pruned: eravorappavopeva tokens kot epdoelg. Avtd vrodnimvetl 6Tt to 30% pruning
Yopig retraining PAATTEL GNUOVTIKA TO. HOVTEAD avTd, evéd To TinyLlama/pruned mopépeve
GLVEKTIKO, 0ALG pE AGON Ttepieyopévou.

5.3.4 M£0odog DPS

H pébodog DPS mapovoidletl tnv mo evolapépouasa, amd akadUaikn GKOTLA, CUUTEPIPOPE TOV
nepapatos. Ta tpla poviéha mapnyayav tpio Swwpopetikd switching patterns, mov
avtikatonTpilovy TN oyéomn HETaEL HeYEBoVE LOVTEAOD KOl VTTOAOYIGTIKNG tKavoTnTog Tov Pi400.

Mivakog 5: Zvpmeprpopd DPS ava povréro. Ta 6pra: slow=0.80 s/token, fast=0.65 s/token.

7.316

TinyLlama fp16—q8—1pl6—q8—1pl6 Tokdvtmon, optoki anddoon
Llama3.2 1 fp16—q8—q8—q8—q8 6.391 Mia aArayn, otabepd q8
Qwen2 0 fpl6x5 4.104 Xwpig oAroyn, ypriyopo fpl6

e To TinyLlama (1.1B) napovcialet taddvioon 4 alrayov: fpl6—q8—1fpl6—q8—1pl6.
O Adyog gtvon 6tL 10 fpl16 (~1.09—1.11 s/token) BpickeTon mhvia whve and to slow
threshold (0.80), evd to g8 (~0.59-0.60 s/token) Ppicketon mhvto KaTw amod to fast
threshold (0.65). KaBag kot o1 0vo axpifeleg Bpickovion ektdc g (dvng hysteresis
[0.65, 0.80], n Aoywn| switching 0dnyel avamdpevkta o€ aAlayn axkpifelag oe kdbe run.

H ovurepipopd avt delyver 611 10 hysteresis gap omd povo Tov 08V AMOTPEMEL TV
TAAAVTOOT, OTAV 01 A0dOCELS TV 000 akpiPeldv Bpiokovtal ekatépwbev g (ovng. H
artio elvan 6tim emotpoen og fpl6 amopaciletar pe Bdon v TayvTTa Tov Q8 0, M oMoiaL
dev mpoPAémel v TayvTTa ToL fpl6. Te mpaypatikn epappoyn Oa amartovvToy moving
average Tov s/token, dtatnpnon Eexmpiotov 1oTopkov s/token avd axpifeia 1| EAAYIGTOC
apOuog runs wopoapovig o kébe axpifeta.

e To Llama3.2 (1.2B) exteAeitan e ~1.21 s/token, Tyun méve and to slow threshold.
AALGLeL og g8 010 run 2 kot Topapével ekel yio ta vorowra 4 runs (q8: ~0.652—0.665
s/token, poAg mivw amd to fast threshold 0.65).

Amotéleopa: 1 adlayn, 35.7% peimon evépyetag ava token évavtt fpl6.
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e To Qwen2 (0.5B mapdapetpor) extedeitan o€ ~0.50 s/token, Tyun k4tm and to slow
threshold (0.80), omdte 1 perdPaon oe Q8 0 dev evepyomoteitar TOTE.

Amotéleopa: kapio oaAdayn, TAnpns akpifela fpl6 oe Gha ta runs Kot gvépyela ov
token fon pe to fpl6 (+0.2%, evtdc ¢ StokdpaVeNS TOV HETPGE®MV). ALTO deiyvel OTL,
otav 1o fpl6 eivon apketd ypnyopo, n DPS dwatnpel mAnpn axpifeia yopic npdcbeto
EVEPYELNKO KOGTOC.

tinyllama - dps

Inference Time (s) Average Power (W)
111.44 111.32 .21 822 822

8.22

108.90

100

80 4

60

Seconds

40 4

20 A

Run 1 Run 2 Run 3 Run 4 Run 5 Run 1 Run 2 Run 3 Run 4 Run 5

Total Energy (J) Energy Efficiency () / Token)
905.48

9.05

800 -

600 -

Joules

400

200 A

nd
Run 1 Run 2 Run 3 Run 4 DPS Precision Run 1 Run 2 Run 3 Run 4 Run 5
. fpl6 W Q80

Ewova 26: tinyllama dps Xpovog Extédeong, Méon Loyic, Zvvolki) Evépyela & Evepysiokn Anddoon.

| Avg cPU (%) | Aveg RAM (%)

| 09.778

Ewéva 27: Méon Xpiion CPU & RAM tinyllama dps.
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Seconds

Joules

2votiuota Xouniav Iopwv
llama3.2 - dps

Inference Time (s)

Average Power (W)

120 1

100 4

80 4

60 4

404

20
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800 4

600 4

400 4

200 4

120.60
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8.45 B.45 845 8.45 8.46

8
;]
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£
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3]
2
1
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Run 2 Run 3 Run 4 Run 5 Run 1 Run 2 Run 3 Run 4 Run 5

Total Energy (J)

Energy Efficiency (J / Token)
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Ewova 28: llama3.2 dps Xpo6vog Extéheong, Méon Ioyic, Zvvohki Evépyeia & Evepyeraxn Andédoon.

Avg CPU (%)

99.476

| Aveg RAM

Ewova 29: Méon Xp1jon CPU & RAM llama3.2 dps.
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Ewoéva 30: qwen2 dps Xpévog Extéreonc, Méon Loyvg, Zvvoikn Evépysia & Evepysrwoxi) Anédoon.
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Avg CPU

99.144

Ewéve 31: Méon Xpijonn CPU & RAM qwen2 dps.

5.4 Loykprrikn Avaiven Me06owv

Method Comparison Across Models
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Ewova 32: Zoykpion Me06dmv Xe Oha To Movtéra

O Ilivaxag 6 cvvoyilel ™) oyetikn petafoin evépyelag (J/token) kdbe pebddov o oyéon pe to
fp16 baseline. Apvnrtikn Ty onpaivel Bedtioon (Ayotepn evépyeila), OeTikn| emosivmon.

MMivokog 6: Zyetukn petapoin J/token Evavt fpl6 baseline.

Movtého int8 vs fp16 pruned vs fp16 dps vs fp16 Kaolvtepn

TinyLlama -45.5% +3.1% -17.1% +52.1% int8
Llama3.2 -46.3% +0.7% -35.7% +19.6% int8
Qwen2 -45.7% -1.0% +0.2% +84.5% int8

A6 ™ CLYKPITIKN OVAALGT TPOKVITOVY TO EENG:

e INTS8 KPavtiopog: [opéyet tnv mo otabepn ko peyardtepn peimon evépyetag (~45%)
o€ OA0 T LOVTELQ, Y®PIig eppoavi vroPdduion towdtrag ota TinyLlama kou Llama 3.2.
Amotelel v mpotewvopevn pébodo yio. CPU inference oe mepropiopévo hardware.
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e Unstructured Pruning: Aev amo@épet evepyelokod 6@elog 6to cuykekpipuévo setup. ['a va
a&lomombei n apaimon evepyelaxd, amotteiton structured pruning (a@oipeon KEQAA®V
attention 1 layers) | hardware e native sparse execution support.

e DPS: Anotelel runtime-adaptive otpatnykn pe apketo evolapépov. 1o Pi 400 dev
Eemepva 1o Int8 evepyelakd (emedn extedel pépog TV runs o€ fpl6, evd o ypodvog
QOPTMOTNC TOV HOVTELOV OEV TEPIAAUPAVETOL OTIG LETPNOELS), 0AAL 1 a&ia Tov PpiokeTat
OTNV TPOCAPUOCTIKOTNTA: GE TayVTEPO hardware Ba dtatnpovoe fpl6 yro pikpd poviéda
Ko Bo petomnoovoe o€ int8 pOvo yia peyahdtepa.

5.5 Eniopaocn Mey£é0ovg Movtélov

INUOVTIKO VPO TOV TTEPARNTOG Elvar 0Tl To péyeBog Tov poviédov ennpedlel TEPIGGOTEPO
TNV gvePyElOKN Katavdiwmon omd v emdoyn pebosov. To Qwen2 fpl6 (4.096 J/token) eivon o
amodotikd and 1o TinyLlama int8 (4.811 J/token) ko to Llama3.2 int8 (5.342 J/token), dniadn
éva povtého og TANpn akpifela yopic kapio fetictomoinon vikd £va GALO KPavTIGHEVO HOVTELO.
AvT10 delyvel 0TL N EMAOYN TOL 6MOGTOV HOVTEAOL €EaPYNG UTOpEl va gival o oNUAVTIKN omd
omoladnmote PéEBodo PedticTonoinomng.

Av16 vrodnAmvel 0Tt Yoo epappoyég oe embedded mepiPdAlov 6TOL 0 KOPLOG GTOYOG ivar M
EVEPYELOKT] OTOJOTIKOTNTO, 1) ETAOYN UKPOTEPOV LOVTELOL EIVOL TTLO ATTOJOTIKY| GO OTOHONTTOTE
puébodo Pertiotomoinone. H Bértiom emhoyn mapapével o cuvovaouds: Pikpd poviého + int8
kBavtiopdc.

5.6 Tehka Xoprepaopata
Ta mepapatikd aroteAéopato 0dnyoHv ota &Ng copmepdopata:

1. H woydg tov Raspberry Pi 400 mapoapéver oyeddv otabepn (8.1 émg 8.5 W) avelaptitmg
pueBodov inference. O KOplog mapdyovtag mov kabopiletl TV KOTAVAA®OT EVEPYELNG ETvaL
0 YPOVOG EKTEAEONC.

2. O INTS kBavtiopodg amodidel otabepd ~45% eotkovounon evépyelag oe OAQ TO LOVTEAQL,
YOPIS EPEOVEG KOGTOC TOLOTNTOG 6T OVO HEYOADTEPO LOVTELD. ATTOTELEL TN
cuvicTOpevn HEB0d0 ya gvepyetakd amrodotko inference oe CPU.

3. To unstructured pruning dev weeiet evepyelaxd oe CPU inference pe llama.cpp.
Amonteiton structured pruning 1 e€edikevpévo sparse hardware yio va a&romom0ei n
apoimon.

4. To DPS amodeikviel T Asttovpyikdtnto Tov adaptive unyovicpon: d10popeTIKA LOVTEAL
ekONAdVoLV dtapopeTikn) cvpumeptpopd (0, 1 1 4 oddayéc) avdioya pe T oyéon
amdd0oN G TOLG e Ta kKaBopiopéva pia.

5. To péyeBog povtédov Exet peyoddtepn nidpact oty evépyela amd onotadnmote HEBodo
BeAtiotomoinone. O BEATIOTOC GLVOLOUGHOC Y10l EVOMOUATMOUEVO GUGTILLOTO, TTOV
EVOLAPEPOVTAL LOVO Y10 EVEPYELNKT ATOd00N Elval: ETAOYY KPOTEPOV LOVTEAOL +
INTS.
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60 Ke@dAaio: Zuutrepdaopara kai MeAAovTikég NMpoTdoeilg

210 mopdV KePAAMO cuvoyilovtal To. GUUTEPACLATO TG TTVYLOKNG EPYAGIOG, OVAAVOVTOL TO.
TPOPAIUATO TOV  OVTIIHETOTICTNKOY KOTA TNV VLAOTOINGCT Kot Ol TPOmOl €mIAVONG TOVG,
a&loloyeltol KPUTIKd 11 GUVOMKY TPOCEYYIOT, KOl TOPOLGLALOVTOL TPOTAGELS Y10l LEAALOVTIKY
£PELVO KOl ETEKTOON TNG EPYOGLOG.

6.1 Xvvolkd Xopnepaopata s [Itvraxng

H moapodoa mruyoxn epyoacio elxye o¢ otdyo TN HETPMOT KOl GUYKPIGN TNG EVEPYELNKNG
KaTavaAwong 1eccapwv uebodwv inference yioo yAwoowd poviéda (LLMs) oe mepiBdiiov
TEPLOPICUEVOV TTOPOV, cuyKekpéva 6to Raspberry Pi 400. Ot pébodot mov e€etdotnkay NTav 1
extéheon minpovg axpifeag (fpl6), o kPaviicpuog INT8 (Q8 O0/INTS), n apaiworn Papdv
(unstructured pruning 30%), kou o OSvvouikdg €heyyog okpifelag (Dynamic Precision
Scaling/DPS).

To kevtpkd gupnua TG epyaciog eivat OTL 1 KOTAVAA®OT 16Y00¢ Tapapével oxeddv otabepn
(8.1 g 8.5 W) ave&optntmg nebddov, pe amoTEAESLLO 1) EVEPYELOKT ATOOOTIKOTNTA VO, EapTdTan
Kupiwg amd tov ypovo inference. O INT8 kPaviiopog enétuye peiowon ~45% oty Katavdiwon
evépyelag avd token oe OAa ta povtéra, yopic acOnt vroPdduion mowdnTag amokpicewv ota
TinyLlama kot Llama 3.2. To unstructured pruning 6ev anédmaoe KovEva EVEPYELNKO OPELOG AOY®
apyrrektovik®v meplopicpav s CPU inference. H DPS enéoeie t Aettovpyia evog adaptive
UNYOVIG LoD OV amokpiveTal SLVOUIKA 0TI cLVONKEG Tov hardware.

E&loov onpavtikd evpnua amotelel 10 YEYOVOG OTL M ETIAOYT LOVTELOV EMNPEALEL TV EVEPYELOKT]|
KOTOVAA®oN TePLocdTEPO amd omowadnmote pEBodo PeAtioromoinong: to Qwen2 fplé (4.096
J/token) amodelyOnke mo amodotikd and to TinyLlama int8 (4.811 J/token), avadeuvoovtag Ot
0 GLVOLOGUOG MKpoL povtéAov pe INT8 amotedel 1N PBEATIOT OTPOTNYIKN Yo EVEPYELOKA
amodotikd embedded mepifaiiovra.

6.2 llpofMjpata mov AVTIPHETOTIGTN KAV

Koatd v vAomoinon g TTuylokng £pyaciag aVTILETOTICTNKAY OPKETE TEYVIKA TpoPAnUaTa
oV  omoitnoav  emavacyedlopd  TUNpdtev g opyttektovikng.  Ta  onuoviikotepa
TOPOVCIALOVTOL TOPAKATE.

6.2.1 Avokataockevn Aoywkng DPS

H apyn viomoinon g pebddov DPS Bacilotav o katd@Aa 1oyvog (power thresholds): av n
petpovevn 1oyvg Eemepvovoe ta 6.0 W, 10 cvotnua petéPaive and fplé oe Q8 0, evd kdtm amd
ta 5.0 W enéotpeoe o€ fpl6 (e devtepevovra kprmpia t ypnon CPU koat RAM). To mpdBinua
gvtomiotnke HOALG Eekivnoay ot petproels: To Raspberry Pi 400 kotavaimvel otabepd ~7.5 W oe
adpavela, omote 1o threshold Eemepvidtav mhvto and 10 TpdTO run, dnAadn n DPS dev fjtav
0VLGLOOTIKA O1POPETIKY] oo amAn INTS.

H Mon ntav vo emavacyedootel 1 Aoywn switching Bdoet ypdvov inference (seconds-per-
token). Aeov m 1oybg eivar otabepr), to s/token omotelel GUECO Proxy TNG EVEPYELNKNG
ATOJ0TIKOTNTAG.
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Opiomkav dvo katdeAa pe hysteresis (slow: 0.80 s/token, fast: 0.65 s/token) BaBuovounuéva
and TIg mpaypatikég petpnoelc tov Pi 400. Avt n oAdoyn katéotnoe 1N Aoyikn g DPS

TEKUNPLOUEV KOl LETPT|CLUN).

6.2.2 Arokmowkonoinon Ipotokériov UD18

O awoOnmpag Atorch UDI18 dev d1abéterl emionun tekunpimon oV SLAOIKOV TPMTOKOALOL
enuowvoviag. To dedopéva amootéAloviar o¢ raw bytes péocw Bluetooth RFCOMM kot 1
ATOK®OKOTOINoN omattel yvoon twv akpiov byte offsets yio kaOe pétpnon.

To mpoPinua emdvdnke pe cvvovacud reverse engineering Kot SOKILOCTIKMOV UETPCEDV:
ouyKkpiOnkov ot Tég mov gpedvile n 006vn tov UD18 pe Tig Tiéc mov mopfyoye 0 KOOKAG
parsing yio d1Gpopa yvootd goptio. Me avtdv tov tpdno enaindevtnkay ta offsets taong (bytes
4-6, uint24/100), pedpotog (bytes 7-9, uint24/100) ko woyvog (bytes 22-25, uint32/1000). To
byte checksum dgv emainOedetar onv Tehky vAomoinon. H dadikasio avtr, ov Kot ypovoopa,
00N yNoe o€ aEOMoTN Kot enaAnfedoyun vAonoinon.

6.2.3 Awyeipion Mvijung oto Raspberry Pi

To Raspberry Pi 400 s1a0étet 4 GB RAM, mocdtnta oprakm yuo T @opTon kot ektéleon LLM
povtédwv og fpl6. Katd tig mpdteg dokpég, 1 ektédeot) dadoyikmv peBoddwv oty id1a diepyocio
Python odnyovce e otadiakn €£4vTAnon g UVAUNG, LE OTOTEAEGUA aVEAVOLEVOVS XPOVOLG
inference AOy® swap Kol L1 OVOTOPAYDYLLO OTOTEAEGLLOTAL.

H Abon ftav dutt): mpdtov, kédbe cuvovacspog poviéhov/pedddov exteeitan wg aveEdptnn
depyacio subprocess, eEac@aAiiloviog TANPN ATOdECUEVLST LVAUNG HETOED HeBddmV. AgvTEpOy,
0 experiment runner.py eyypdoet '3' oto /proc/sys/vm/drop caches mpwv ko petd omd kdbe
subprocess, kafopiloviag 1o page cache tov Aetrtovpykov ocvotiuatoc. Emiong, 1o swap
avéndnke oe 2 GB v va avtipetomictodv nepmtooels ayuns. H mpocéyyion avt Peitioce
GNUOVTIKA TNV OVOTOPAY®YLOTNTO TOV ATOTEAEGUATOV PHeTAED runs.

6.3 Kprtuki] A&roroynon

[épa amd ta mepapatikd omotelécpota, sivor onuovtikd va aSlodAoyndel kpitikd 1660 Ta
dvvatd onueio g vAomoinong 660 Kol Ol TEPLOPIGUOL OV €mMMPEAloOVY TN YEVIKELOT TOV
ELPNUATOV.

6.3.1 Avvata Xnpeio e Yiomoinong

e Avomapayoypdmta. O cuvdvacuog subprocess isolation, drop caches kot otafepng
temperature (0.1) eEacealilel vynAn avoarapaywyoéTTo. Evésiktucd, n pébodog DPS
oto Qwen2, mov 0ev AALaEe ToTé akpifeta, anotédece oty TPAEN aveEdptnn
emavainym tov fpl6 kot £dmwae oyeddv idwa evépyeta (4.104 Evavtt 4.096 J/token,
amdxion 0.2%) ko id1ec amokpicelc.

e Modular apyrtextovikn. O dwuympiopdg oe Inference, Monitoring, Evaluation kot
Experiment modules enttpénet €bkoAn enéktaom: véa Lovtéda Lropovv vo tpoctedodv
Kupimg péow tov config.yaml.

e Hardware-level pétpnon. H ypnon e€otepikot onsnmpa (Atorch UD18) avti yu
software-based ektiunon mapéyetl TpayUaTIKEG LeTPNOELS 1oYVOG aveEapTnTES Old TO
AOYIGLUKO OV peTpdral, meplopilovtog £T61 TO GUIVOUEVO TOV TTapatnpn Ty (observer
effect).
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Texpmpropévn DPS Loywr|. H time-based DPS pe hysteresis givon Oswprntikd
TEKUNPLOUEVT KOl AKOONUOTKE vTootnpi&iun: n andeaon switching Baciletat og
HETPNUEVA OEOOUEVQ, OYL OE EKTIUNGELS.

6.3.2 Ilepropropoi kot Advvapisg

‘Eva pévo meptBadiiov viucov. OAo o TEPANLATO EKTEAEGTNKOY OMOKAEIGTIKA GTO

Raspberry Pi 400. Ta aroteréopota, wwaitepa yio T DPS, dev etvan dpeca yevikevoya
og GAla hardware. Xe tayOtepovg encéepyaotéc ta thresholds Oa énpene va
enavofadpovounbovv.

Mikpdg apBudg povtélmv. E€etdomkay povo tpia poviéda oty katnyopia 0.5 €mg
1.2B mapapétpov. H enéktaon oe peyordtepa poviéda (3B, 7B) 1 dtapopetikég
apyrrektovikés (Mistral, Gemma) Oa evioyve TN YEVIKELGYOTNTA TOV GUUTEPACUATOV.

Unstructured pruning ympic retraining. To 30% L1 unstructured pruning epappoctnke
yopic eraveknaidevon (fine-tuning). X Pploypaeia, To pruning ympic retraining
ondvia arodidet evepyelaxod 6perog oe CPU inference, emopévag to apvntiko
amoTéAec o Tay avopeVOLEVO Kat emPBePordvet T Bempio, AALGL €V OVTUTPOGMOTEVEL
TNV KaAVTEPN SVVATH VAOTTOINGT pruning.

>100epd workload. Kabe run mapdyet éog 100 tokens (max new_tokens = 100). Ta
TEPLGGOTEPQA TUNS PTAVOLV TO Op1O, e e€aipeon opiopéva runs Tov Qwen2 (fpl6 ko dps,
pécoc 0pog 92.4 tokens) mov TEpUATICAY VOPITEPH. € TPAYUOTIKEG EQAPHLOYES TO UNKOG
amoKpicEMV TOIKIALEL OTLAVTIKA, YEYOVOS OV emnpedlet T cvoumeprpopd g DPS ko
TIG petpnoelg J/token.

[Tepropiopol otatiotikng kot a&tordynong. Ioapovoialovratl pécot 6pot 5 runs ywpic
TUTTIKN AOKALOT, 1] OEPA EKTEAEST|G gV TVYOLOTTOMONKE (1 SN 10Y0S avEdveTan
otadtokd and 8.08 oe 8.47 W e ) oe1pd EKTELEGNC) KoL 1) TOLOTNTO TOV OTOKPIGEDV
aglohoynOnke povo mootikd. H avapopd tumikig amdxAong, 1 Tu(oonoinen e GEPAS
EKTELEONC KOL 1) XPNON LETPIKAOV OGS 1 perplexity Ba evioyvav ta cupmepdouara.

6.4 Melhovrikég [lpotaoeis ko Enektacerg

Ta svprpota g TapoHoas epyaciog avoiyovv TOALUTAEG KATELOVVGELS Yoo LEALOVTIKT £pEVVAL.
[Mopaxdto Tapovctdlovtal O T CNUAVTIKEG TPOTAGELS EMEKTOCTC.

6.4.1 E@appoyn oc Meyorvtepo LLM

H mapobvoa epyacia eotidotnke oe poviéla g katnyopiog 0.5B éwg 1.2B mapapétpwv, mov
amoteA0VV TNV Katnyopia mov unopel va ekteleotel oto Raspberry Pi 400. MeAdovtikn epyacio
Bo umopovce vao emekteivel T pebodoroyio oe poviéha 3B—7B moapapétpmv, ¥pnoILOTOUDVTG
woyvpotepo hardware (Raspberry Pi 5, NVIDIA Jetson Nano, Apple Silicon)[5].

[owitepo  evolapépov mapovotdler m e&étaon ToL Katd TOGOV M oTobepr| 1GYXOC OV
nmapatnprOnke oto Pi400 amotelel yopaknplotikod avtng g katnyopiag hardware 1 av og dAdeg
TAATOOPEG M 1oYOG HeTaBAAAETAL oNUOVTIKG PETOED HeBdd®V, YeYovog mov Ba dAhale plikd Ta
ocvumepdopota yo T BEATIOT HEBodO.
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6.4.2 DPS o¢ Toyvtepo Hardware

H DPS enédeiée ) Aettovpyia tov adaptive unyavicpov oto Pi 400, aArd to hardware avto givan
oprakd apyo yio fpl6 inference oe poviéha 1B+. Amotéleoua: yia ta poviéda tov ~1B 1 DPS
petafaivet oe Q8 0 1 toAavtovetor, mepopiloviog v akadnuoiky  afle g
TPOGOPUOCTIKOTNTOG.

e tayvtepo hardware (m.x. Raspberry Pi 5 pe 8 GB RAM 1] Apple M-series), to fp16 baseline
v povtéda 6mwg to TinyLlama kot Llama 3.2 o Bpioxotav kdtw and 1o slow threshold kot to
DPS 0a datnpovce manpn akpifeta yio pikpd-pecaio poviéla kot Bo petéPove oe Q8 0 povo
Yo LEYOADTEPOQ. AVTH 1) CLUTEPLPOPAE Ba amodeikvye TANP®S TOV IYVPIoUo 6Tt To DPS Asttovpyel
WG oTPOTNYIKN OV Tpocapudletor oto hardware ympig manual configuration.

6.4.3 'Epgvva yio Thermally-Aware DPS Al Inference

Kotd ™ dudpkea tov mepdpatog topatnpndnke 6tL o ypdvog inference av&avotov oTadOKE
HETE amd TOALA dradoykd runs Kot 6Tt 1) péom 1oy0s avEavatav pe ) oepd ektéleong (amd 8.08
oe 8.47 W). Mw mbBav e&nynon elvar n avénon g Beppokpaciog tov emeEepyaostn Ko
evogyopévog thermal throttling, xoBmdg 10 Raspberry Pi 400 oev owaBéter evepyn yoén. H
Oeppokpacio Opmg dev KoTaypdonKe 610 TOPOV TEIpapo, omodTe 1 VIOPEST avT YpelaleTal
emPePaivon.

Mo peAdovtikn gpyacio Bo pmopovoe va e€etdoet v avamtuén Thermally-Aware inference
[22]: éva cvonuo mov mopakoAovBel tn Bepuokpacio g CPU oe mpaypatikd ypoévo (LEow
/sys/class/thermal) ko1 ypnoomotlel oV MG EXITAEOV GNUA V1o T AMYN OTOPAGE®V precision
switching, cuvdvalovtog dnradn tn DPS Aoywm pe thermal management.
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Mapdaptnua 1. Kwdikag NMou Avatrtuxdnke

O KD TOL AVUTTOYONKE KOTE TNV EKTOVIOT GVTNG TG TTVYLOKNG EPYACIOG UTopEl vo
Bpebel pe mAnpn ene&nynon oto mopakdto repository oto GitHub:
https://github.com/TsipiDev/Thesis_Code Dimitris_Vatousis_220007
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